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Abstract
Automatic summarization is the process of presenting the contents of written documents
in a short, comprehensive fashion. Many approaches have been proposed for this problem,
some of which extract content from the input documents (extractive methods), and others
that generate the language in the summary based on some representation of the document
contents (abstractive methods).
This thesis is concerned with extractive summarization in the multi-document setting,
and we define the problem as choosing the most informative sentences from the input
documents, while minimizing the redundancy in the summary. This definition calls for
a way of measuring the similarity between sentences that captures as much as possible
of the meaning. We present novel ways of measuring the similarity between sentences,
based on neural word embeddings and sentiment analysis. We also show that combining
multiple sentence similarity scores, by multiplicative aggregation, helps in the process of
creating better extractive summaries.
We also discuss the use of information extraction for improving the quality of automatic
summarization by providing ways of assessing the salience of information elements, as
well as helping with the fluency of the output and providing the temporal dimension.
Furthermore, we present graph-based algorithms for clustering words by co-occurrence,
and for summarizing short online user-reviews by computing bicliques. The biclique
algorithm provides a fast, simple algorithm for summarization in many e-commerce
settings.
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thesis would not be much without your contributions and discussions. Thank you
Fredrik Johansson, for inspiring chats and a creative atmosphere. Also, thank you
Nina Tahmasebi for teaching me lots of important things, Jonatan Bengtsson for nice
work on sentence similarity measures, and Richard Johansson for great advice and
interesting discussions.
Thank you mum and dad for always encouraging me and believing in me, and my
brother and my sisters for supporting, inspiring and challenging me from day one. I would
never have made it here without you. Many others have been a great help to me during
this time. Thank you all!

List of publications
This thesis is based on the following manuscripts.

Paper I
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Chapter 1

Introduction
Automatic summarization is the process of presenting written documents in a condensed
form. This is an active and exciting area of research, but also a highly relevant technology
for making information easily available to people who struggle with information overload,
or need to skim through massive amounts of text in the search of some particular piece of
information.
In a very coarse-grained fashion, automatic summarization approaches can be divided
into two different categories: abstractive and extractive. While abstractive summarization
systems build some representation of the contents before generating the summary output,
extractive systems select parts (typically sentences) of the input documents to present to
the reader This thesis will focus on the latter category. In both, some form of optimization
is normally performed, after stating an objective that gives a score of the output quality.
What is being optimized is at the core of this thesis. A natural way to state the objective
is to say that we want the summary to have a high similarity to the input documents, and
at the same time to have as little redundancy as possible. Many systems that have scored
well in evaluations measure this similarity by counting word overlaps between sentences.
In this thesis, we study ways to make the summaries more semantically aware by using
ideas and techniques from deep learning, information extraction and sentiment analysis.
While the focus will be on multi-document summarization, many of the insights will
be applicable to other problems in natural language processing (NLP), such as machine
translation and semantic relatedness.
The thesis is divided into the following chapters: Chapter 2 presents some of the
existing approaches to summarization that have been proposed as of today, and discusses
some of the subtasks that have been considered. Chapter 3 provides a summary of the
contributions in this thesis, while Chapter 4 concludes the work.
This work has mainly been done within the project “Data-driven secure business
intelligence”, grant IIS11-0089 from the Swedish Foundation for Strategic Research (SSF).
Parts of the work has also been done within the projects “Algorithms for Inference” and
“Towards a knowledge-based culturomics” supported by the Swedish Research Council
(2012–2016; dnr 2012-5738).
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Chapter 2

Background
The objective of automatic summarization is to capture the most important topics in a
set of documents, and to present them briefly in a manner that is coherent and easy to
consume. We will see how this can be broken down into subproblems in the following
sections, discuss the relationship to semantic relatedness in Sections 2.1–2.2, then survey
some existing methods for automatic document summarization in Sections 2.3–2.5, and
conclude the background chapter in Section 2.6 with a discussion about existing techniques
for summarization evaluation. All summarization approaches discussed here share the
aim that the resulting summary has a high similarity with the input documents, and that
it is short and non-redundant at the same time.
Many other NLP applications share parts of this objective, and could benefit from
having more meaningful representations. One of them is machine translation, where the
generated output should capture the semantics of the input, i.e. it should be semantically
similar although expressed in a different language, and hence being lexicographically
dissimilar. A different related application is textual entailment, the problem of deciding
whether a sentence follows logically from another sentence.
In order to compute a summary that has a high semantic similarity to a set of
documents D, one could envision an automatic summarizer that has a way of interpreting
(and representing) the semantics of the content of D. This is however one of the more
difficult problems within artificial intelligence, and so far, we attack it by doing the
simplifications of measuring similarity between language units. In the following sections,
we survey existing methods of measuring similarity in language, and existing approaches
to summarization. In Chapter 3 we will present solutions to some of the shortcomings of
existing methods, discuss how a sentence similarity score can capture as much semantics
as possible, and how to best use the similarity scores to extract good sentences for a
summary.
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2.1

Semantic Relatedness

Semantic relatedness between two language units is a measure of how related their
meanings are. In NLP settings, this is normally defined on the level of words or phrases.
Example: The phrase “riding a bike” is more semantically related to “driving a car”
than to “playing a game”. This is easy to see for a human using just intuition (and some
knowledge about the language involved), but a more involved problem for a computer
program.
The SemEval 2014 task 1 for semantic relatedness was defined as predicting a relatedness score for pairs of sentences in English, the score ranging from 1 (completely unrelated)
to 5 (highly related). For this, the SICK dataset was presented. Different approaches
have been proposed for this task, from ontology-based to distributional representations.
(Zhao, Zhu, and Lan 2014) presented a hybrid approach to the semantic similarity task,
while (Tai, Socher, and Manning 2015) proposed a variant of the LSTM recurrent neural
network architecture, where the LSTM modules are arranged according to a parse tree.
Semantic similarity is stricter than semantic relatedness, as it only includes the “is a”
relationship (while relatedness includes any semantic relations). We will not go more into
the distinction here, as it is not a focus of this thesis, and much literature use the two
terms interchangeably.
Example: A bicycle is highly semantically related to a wheel, but they are not
similar, neither semantically nor lexicographically. Conversely, “driving someone crazy”
is lexicographically similar to “driving a car” but there is no apparent semantic similarity
neither any semantic relatedness.

2.2

Measuring Similarity Between Language Units

Falling short of being able to understand and represent the semantic content in a text,
one typically let computers use more shallow ways of relating different texts to each
other. On character level, the edit-distance (Levenshtein 1966) gives a measure on how
similar two strings of text are. On word-level, word overlap scores are another class of
similarity measures that have been successfully used in summarization systems. Several
different variants of such scores have been proposed in the summarization literature, with
differences in preprocessing (such as stop-words removal, spelling corrections, and other
filtering), weighting schemes, and normalization.
All similarity measures in this category are surface matching techniques, there is no
semantical information used.
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In 2011, H. Lin and Bilmes used a vector representation for each sentence, defined as its
bag-of-terms representation, weighted by TFIDF (where terms are unigrams and bigrams).
The similarity of each pair of sentences were then scored by the cosine similarity:
P
2
w∈si tfw,i · tfw,j · idfw
Msi ,sj = qP
qP
2
2
w∈si tfw,si idfw
w∈sj tfw,sj idfw
A similar representation was also used by Radev et al. (2004).
Mihalcea and Tarau used a similar approach (2004), without the TFIDF weighting,
and with a different normalization:
Msi ,sj = |si ∩ sj |/(log |si | + log |sj |)
In their master’s thesis, Bengtsson and Skeppstedt survey the landscape of similarity
measures, including the ones mentioned in this section, and evaluate them together with
TextRank, an existing summarization system (see Section 2.5).

2.3

Automatic Document Summarization

Automatic document summarization is the problem of presenting the most important
content of a set of input documents. Methods for solving this can be classified as either
abstractive or extractive. The former represents systems that process the input and then
generate the language in the resulting summary, and the latter represents systems that
choose parts (typically whole sentences) from the input documents and extract those, in
their current form, to constitute the summary.
In this thesis we will focus on extractive systems, which date back to 1958, when Luhn
presented an algorithm that looked at words’ frequencies of occurring in a document.
Luhn identified words as important for the document if they appeared not too commonly
and not too rarely, and then scored sentences with a formula depending on the number of
important words in them.
The idea of determining the importance of words has lived on, but threshold values
have been replaced with other approaches, such as TFIDF weighting1 , and regression
models (Hong and Nenkova 2014). Both of these make away with the hard constraints of
threshold values, and instead provide a continuous measure of importance for different
terms.

1 TFIDF, Term frequency times inverse document frequency, gives high weight to words that are
specific to this document

7

Figure 2.4.1: Illustration of a monotonically non-decreasing, submodular set function F.
The left bowl contains a subset (S) of the objects in the right bowl (T ). Let F be the
number of different shapes in a bowl. The value of F changes at least as much when
adding an object to S (left), compared to adding it to T (right). Adding a ball to a bowl
with only triangles and squares increases the number of shapes, but adding it to a bowl
with all three shapes does not.

2.4

Submodular Optimization

One of the most successful extractive summarization systems was presented in (H. Lin
and Bilmes 2011). Here, a summary is seen as a set of sentences, and the quality of a
summary is scored with a function measuring its coverage (with regards to the input
documents) and diversity (internally). The coverage and the diversity is defined based on
a similarity measure between sentences. They showed that their set scoring function is
submodular, which allows for a greedy approximation algorithm. The resulting system is
fast and obtained good results in evaluations, that are still on-par with state-of-the-art.
A set function F is a function that has subsets of some universe U as its domain.
Here we will consider only real-valued set functions. A (monotonically non-decreasing)
submodular set function is a real-valued set function that obeys the principle of diminishing
returns. Intuitively, this means that adding an element v to a small set S increases the
function value more than adding the same element to a bigger set.
Formally, if S ⊆ T ⊆ U \v, then
F(S + v) − F(S) ≥ F(T + v) − F(T ).
Maximizing monotone non-decreasing submodular set functions can be done with a
simple greedy algorithm, which yields a (1 − 1e ) ≈ 0.63 approximation.
The objective functions of many approaches for extractive summarization have been
shown to be submodular.
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2.5

Other Approaches to Summarization

In TextRank (Mihalcea and Tarau 2004) a document is represented as a graph where each
sentence is denoted by a vertex and pairwise similarities between sentences are represented
by edges with a weight corresponding to a word-overlap similarity between the sentences.
The PageRank ranking algorithm is used on this graph to estimate the importance of
different sentences. Classy 04 (Conroy et al. 2004) was the best performing system in the
official DUC 2004 evaluations. After some linguistic preprocessing, they used a Hidden
Markov Model with a mutual information score based on “signature tokens”, tokens that
are more likely to occur in the input document than in the rest of the corpus. ISCI (Gillick,
Favre, and Hakkani-Tur 2008) optimized coverage of key bigrams, using integer linear
programming. (Kulesza and Taskar 2012) presented the use of Determinantal Point
Processes for summarization, a probabilistic formulation that allows for a balance between
diversity and coverage. Occams V (Davis, Conroy, and Schlesinger 2012) is a system using
latent semantic analysis and a sentence selection algorithm based on budgeted maximum
coverage and knapsack. (Hong and Nenkova 2014) presented RegSum, a supervised
logistic regression model for predicting word importance based on engineered features.
Using these weights they presented an extractive summarizer that performed well and
gave insight in word categories that are important for summary extraction. (Bonzanini,
Martinez-Alvarez, and Roelleke 2013) presented an iterative procedure that removed
redundant sentences from the input documents, until a sufficiently short summary was
obtained. The system performed well in the evaluations on short online user reviews.

2.6

Evaluating Automatic Summarization Systems

Assessing the quality of summaries is an active area of research, and it is not entirely
unlike the process of producing actual summaries, as the existing approaches have focused
on scoring a summary for its similarity to a gold-standard written by human experts.
The NIST Document Understanding Conferences (DUC), was a conference with
a competition for the summarization task. In 2008, it was superseded by the Text
Understanding Conferences (TAC), and continued as a track in the new conference. The
dataset from DUC 2004 has lived on as the standard benchmark dataset for generic
multi-document summarization. It consists of 50 document clusters, each comprising
around ten news articles (between 149 and 590 sentences each) and accompanied with
four gold-standard summaries created by manual experts.
The Opinosis dataset (Ganesan, Zhai, and Han 2010) contains short online user-reviews
for 51 different topics. Each topic contains between 50 and 575 sentences of reviews made
by different authors about a certain characteristic of a hotel, car, or a product. As online
user-reviews typically are not authored by professional writers, the quality of the text is
lower, and it contains more opinionated sentences.
In DUC, a series of different approaches for evaluation have been used through the
years in different combinations.
Initially, the evaluation of the systems participating in the competition were evaluated
manually. This is of course a tedious task and a solution that doesn’t scale well.
9

Later, ROUGE (C.-Y. Lin 2004) was used: a tool that produces a recall-based measure
based on n-gram overlaps between the evaluated summary and a provided set of goldstandard summaries. Just as BLEU scores, ROUGE has received criticism for some
drawbacks, such as failure to capture coherence and synonymity. Still, it is the prevalent
score used today in the literature. In many publications, three different ROUGE scores
are presented, ROUGE-1, ROUGE-2, and ROUGE-SU4, corresponding to matches in
unigrams, bigrams and skip-bigrams (with up to four words in between), respectively.
Pyramid scores (Nenkova and Passonneau 2005) aim at capturing more of the semantics in the similarity between summaries. It, too relies on hand-crafted gold-standard
summaries, but in contrast to ROUGE, it also needs manual work in the evaluation process, finding so-called Summarization Content Units in both generated and gold-standard
summaries, which are matched to each other.
Many other systems for evaluating summaries have been proposed. Basic Elements
(with implementations in ROUGE-BE and BEwT-E) is one of them, a system that extracts
syntactic units of variable length, and provides transformations to determine equivalence
of the extracted elements.
The methods mentioned above score the content of the summaries. To evaluate
summaries for readability, coherency, and fluency, manual evaluations are usually made.
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Chapter 3

Multi-Document
Summarization and Semantic
Relatedness
The following sections will outline the main contributions of this thesis.
Chapter 2 surveyed previous work on extractive summarization, and described that
most summarization techniques rely on measuring similarity between language units,
such as sentences. In this chapter, we will build on these ideas, and propose ways to
measure sentence similarity that capture more semantic information, using ideas from
word embeddings and sentiment analysis.
In Section 3.1, we show how summaries can be computed by using word embeddings
to compute the sentence similarity score, in Section 3.2 we build on this and show that
aggregating several ways of measuring the sentence similarity at the same time helps
to create better extractive summaries. These results are illustrated by incorporating
the ideas into the existing submodular optimization approach to summarization (see
Section 2.4). Section 3.3 presents some possible ideas for future research, such as using
information extraction to improve the performance of summarization systems. The two
final sections in this chapter takes a slightly different view, approaching NLP problems
with ideas from graph theory. Section 3.4 discusses the complexity of finding clusters
by graph modification. Section 3.5 presents a novel approach to summarizing online
user-reviews based on detecting bicliques in the bipartite word-document graph.
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3.1

Extractive Summarization using
Continuous Vector Space Representations

In the first paper, we present a novel way of utilizing word embeddings for summarization.
Word embeddings are representations for words in a vector space. Simple examples
of this are context vectors, where you represent a word w by a vector v that has a
dimensionality the same as the size of the vocabulary. All components of v are zero,
except at indices representing words that have been observed in the context of w. This
kind of model is called distributional, and it naturally encodes distributional similarities.
The resulting representations are however very high-dimensional and sparse.
In contrast, the word embeddings that we consider in this paper are continuous vector
space representations of much lower dimension (hence, they are also denser). This class
of word embeddings are also known as distributed representations, and they typically
use (or at least are inspired by) artificial neural networks for training. They are also
distributional representations, as they encode similar words close in the vector space.
Collobert and Weston (2008) trained the representations using a neural network in a
multitask training scenario. In the Word2Vec Skip-Gram model (Mikolov, Chen, et al.
2013), the vectors are obtained by training a model to predict the context words. The
GloVe model is trained using global word co-occurrence statistics (Pennington, Socher,
and Manning 2014). Vectors from the models mentioned above have been shown to encode
many semantic aspects of words. This shows as relations between the corresponding
vectors; e.g. the difference between the vectors for a country and its capital is almost
constant over different countries:
vStockholm − vSweden ≈ vBerlin − vGermany
We use the word embeddings to capture more semantics in the sentence similarity
score. To be able to easily compare two sentences, we first create a sentence representation
of fixed dimension for each sentence. We evaluate two different ways of doing this:
simple vector addition (Mikolov, Sutskever, et al. 2013) and recursive auto-encoders
(RAE) (Socher et al. 2011).
An RAE is an auto-encoder: a feed forward neural network that is trained to reconstruct
the input at its output. In an auto-encoder, there is typically a lower-dimensional hidden
layer, to obtain an amount of compression. A recursive auto-encoder uses the syntactic
parse-tree of a sentence, to provide the layout of the auto-encoder network. In this way,
intermediate representations are trained recursively for pairs of input representations.
The dimensionality is the same after each pairwise input.
In the evaluation, two different word representations are used: those of (Mikolov,
Chen, et al. 2013), and (Collobert and Weston 2008). Extending the representations to
more complex structures than words (such as sentences and documents) is an active area
of research.
The experimental evaluation suggests that using continuous vector space models affects
the resulting summaries favourably, but surprisingly, the simple approach of summing
the vectors to sentence representations outperforms the seemingly more sophisticated
approach with RAEs.
12
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Figure 3.1.1: An unfolding recursive auto-encoder. In this example, a three words phrase
[x1 , x2 , x3 ] is the input. The weight matrix θe is used to encode the compressed representations, while θd is used to decode the representations and reconstruct the sentence.

3.2

Extractive Summarization by Aggregating
Multiple Similarities

This paper builds on the approach with word representations (Section 3.1). We also
present a sentence similarity score based on sentiment analysis, and show that we can
create better summaries by combining the word embeddings with the sentiment score and
traditional word-overlap measures, by multiplying the scores together. Using multiplication
corresponds to a conjunctive aggregation, where all involved similarity scores need to
be high for the resulting score to be high, but only one of them needs to be low for the
resulting score to be low. Products of experts have been shown to work well in many
other applications and is a standard way of combining kernels.
It has been shown (Hong and Nenkova 2014) that when human authors create summaries for news paper articles, they use negative emotion words at a higher rate. This
motivated our experiments with sentiment words. We define a new sentence similarity
measure, comparing the sentiment charge of two sentences. Much as expected, this
sentence similarity measure is in itself weak, but when used in aggregation with other
similarity measures, it can provide an improvement.
We call the resulting system MULTSUM, an automatic summarizer that uses submodular optimization with multiplicative aggregation of sentence similarity scores, taking
several aspects into account when selecting sentences.
Y
Msi ,sj =
Msli ,sj ,

where M l denotes the different similarity measures used.
The resulting summaries are evaluated on DUC 2004; the de-facto standard benchmark
dataset for generic multi-document summarization, and obtain state–of–the–art results.
Specifically, the scores where MULTSUM excels, are ROUGE-2 and ROUGE-SU4, with
matches in bigrams and skip-bigrams (with up to four words in between), respectively,
suggesting that the resulting summaries have high fluency.
13
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Figure 3.3.1: Example of a graph of entities and relations. Entities are of different types,
and are represented by nodes in the graph. The edges corresponds to (different kinds of )
relations between entities.

3.3

Visions and Open Challenges for a Knowledge–
Based Culturomics

In this white paper we discuss automatic summarization in the setting of historical texts,
and present ideas for making automatic summaries more aware of what is important in the
text. Information extraction (IE) is the process of extracting entities, relations, and events
from the text. The extracted information would be used as a first step in a summarization
system to improve the information content in the summaries. Previous work has shown
that incorporating IE can improve the results of multi-document summarization (Ji et al.
2013).
Entities, relations and events extracted from the documents are used to score sentences
for extraction; a higher score is given to sentences with salient information units. Furthermore, temporal information in the input documents help create summaries that are
fluent and keep the narrative. As a continuation of this, one can envision an abstractive
summarization system that incorporates extracted information.
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Figure 3.3.2: A subset of the word co-occurrence graph generated using data from Wikipedia,
using some edge weight threshold t. The visualization is created with Gephi. One can
clearly see dense word-clusters forming with only few edges connecting clusters with each
other.

3.4

Editing Simple Graphs

Graph editing is the process of modifying an input graph by operations such as inserting,
removing, or reversing edges until some prescribed property of the graph is met. This
paper discusses the complexity of editing an input graph G, into a graph with a predefined
critical-clique graph. A clique graph is a representation of the cliques of a graph, and the
relationship between them. A critical-clique is an equivalence class defined by vertices
that share the same neighborhood. Consequently, a critical-clique graph has a vertex for
each critical clique, and edges between two vertices if the corresponding cliques in the
original graph are connected.
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The work in this paper is motivated by the wish to find clusters in word-co-occurrence
graphs (see Figure 3.3.2 for a visualization of a word co-occurrence graph from Wikipedia
data). Applications for this can be topic modelling or measures of similarity between
words. The distributional hypothesis (Harris 1954) states that semantically similar words
occur within similar contexts. Hence, the similarity found in this way could be a coarse
variant of the kind of similarity found in word embeddings, and hence usable for the kind
of semantic similarity tasks discussed for summarization. Using such clusters however,
has been out of the scope of this thesis and is left for future work. The word “simple”
in the title refers to the fact that we discuss some simple cases of graphs as the target
(critical-clique) graph, corresponding to finding “simple” structures of clusters in the
input graph.
We show that several variants of this problem is in SUBEPT, the complexity class
of fixed parameter tractable problems solvable in subexponential time in the parameter
(2o(k) ). In this case, the parameter k represents the number of edits. Of course, the time
complexity also depends on the input size n, but only polynomially.

3.5

Summarizing Online User Reviews by Computing
Bicliques

In this paper, we approach the problem of extractive summarization for short (one
sentence) online user-reviews by considering the bipartite graph of documents and words
(for a document vertex v, there is an edge between v and every word included in the
corresponding document). The result is a simple combinatorial algorithm for producing
an extractive summary based on bicliques in the document-word graph. A bipartite graph
is a graph where the vertices can be divided into two sets, T and W , and edges must
have exactly one endpoint in each of these sets. A bipartite clique, or biclique is a subset
of the vertices in T and W that induces a complete bipartite subgraph (where every
vertex in the first set is connected to every vertex in the second set). We extract bicliques
where the number of sentences is two, then score them by the number of words that the
sentences share. Thereafter sentences are scored by the number of bicliques they are part
of, and finally the most representative sentences are presented as a summary.
The method scores well when compared to other methods on short online user-reviews,
and due to a clever way to exploit statistical properties of word-frequencies (they follow
power-laws), a very good running time can be obtained in practice.
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Chapter 4

Conclusions
This thesis has discussed extractive multi-document summarization. Most extractive
summarization systems rely on measuring the similarity of language units (typically
sentences).
We have defined novel ways of measuring the sentence similarity score by leveraging
word embeddings and sentiment analysis. When aggregating several similarity scores at
the same time, using element-wise multiplication, our system obtains state–of–the–art
results on standard benchmark datasets.
We have also discussed using information extraction to add temporal information and
improve summarization systems in the setting of historical texts.
Finally, we have proposed graph-based approaches for clustering of words and for
extracting sentences for summaries of online user-reviews. We show that both are fast
(in the first case, we have a theoretical motivation, in the second case the motivation is
backed by statistical properties of words).
So far, we have only scratched the surface of learning how to construct NLP systems
that really work on the semantic level. Plenty remains to be done, such as exploring how
to best create distributional representations for sentences. Recent work has been studying
different ways to compose word embeddings to create sentence representations (Blacoe and
Lapata 2012; Hermann and Blunsom 2013). Perhaps an even more promising direction
is the use of deep learning and recurrent neural networks (Graves 2013). Such models
have been successfully used for machine translation (Sutskever, Vinyals, and Le 2014)
and could be useful both for extractive and abstractive summarization in an end–to–end
deep learning approach.
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Abstract
Automatic summarization can help users
extract the most important pieces of information from the vast amount of text digitized into electronic form everyday. Central to automatic summarization is the notion of similarity between sentences in
text. In this paper we propose the use of
continuous vector representations for semantically aware representations of sentences as a basis for measuring similarity. We evaluate different compositions
for sentence representation on a standard
dataset using the ROUGE evaluation measures. Our experiments show that the evaluated methods improve the performance
of a state-of-the-art summarization framework and strongly indicate the benefits
of continuous word vector representations
for automatic summarization.

In this paper we introduce a novel application
of continuous vector representations to the problem of multi-document summarization. We evaluate different compositions for producing sentence
representations based on two different word embeddings on a standard dataset using the ROUGE
evaluation measures. Our experiments show that
the evaluated methods improve the performance of
a state-of-the-art summarization framework which
strongly indicate the benefits of continuous word
vector representations for this tasks.

2 Summarization
There are two major types of automatic summarization techniques, extractive and abstractive. Extractive summarization systems create summaries
using representative sentences chosen from the input while abstractive summarization creates new
sentences and is generally considered a more difficult problem.

1 Introduction
The goal of summarization is to capture the important information contained in large volumes of
text, and present it in a brief, representative, and
consistent summary. A well written summary can
significantly reduce the amount of work needed to
digest large amounts of text on a given topic. The
creation of summaries is currently a task best handled by humans. However, with the explosion of
available textual data, it is no longer financially
possible, or feasible, to produce all types of summaries by hand. This is especially true if the subject matter has a narrow base of interest, either due
to the number of potential readers or the duration
during which it is of general interest. A summary
describing the events of World War II might for
instance be justified to create manually, while a
summary of all reviews and comments regarding
a certain version of Windows might not. In such
cases, automatic summarization is a way forward.

Figure 1: Illustration of Extractive MultiDocument Summarization.
For this paper we consider extractive multidocument summarization, that is, sentences are
chosen for inclusion in a summary from a set of
documents D. Typically, extractive summarization techniques can be divided into two components, the summarization framework and the similarity measures used to compare sentences. Next

we present the algorithm used for the framework
and in Sec. 2.2 we discuss a typical sentence similarity measure, later to be used as a baseline.
2.1 Submodular Optimization
Lin and Bilmes (2011) formulated the problem of
extractive summarization as an optimization problem using monotone nondecreasing submodular
set functions. A submodular function F on the
set of sentences V satisfies the following property:
for any A ⊆ B ⊆ V \{v}, F (A + {v}) − F (A) ≥
F (B + {v}) − F (B) where v ∈ V . This is called
the diminishing returns property and captures the
intuition that adding a sentence to a small set of
sentences (i.e., summary) makes a greater contribution than adding a sentence to a larger set. The
aim is then to find a summary that maximizes diversity of the sentences and the coverage of the input text. This objective function can be formulated
as follows:
F(S) = L(S) + λR(S)
where S is the summary, L(S) is the coverage of
the input text, R(S) is a diversity reward function.
The λ is a trade-off coefficient that allows us to
define the importance of coverage versus diversity
of the summary. In general, this kind of optimization problem is NP-hard, however, if the objective
function is submodular there is a fast scalable algorithm that returns an approximation with a guarantee. In the work of Lin and Bilmes (2011) a simple submodular function is chosen:
X
X
X
Sim(i, j), α
Sim(i, j)}
L(S) =
min{
i∈V

j∈S

j∈V

(1)
The first argument measures similarity between
sentence i and the summary S, while the second argument measures similarity between sentence i and the rest of the input V . Sim(i, j) is
the similarity between sentence i and sentence j
and 0 ≤ α ≤ 1 is a threshold coefficient. The diversity reward function R(S) can be found in (Lin
and Bilmes, 2011).
2.2 Traditional Similarity Measure
Central to most extractive summarization systems is the use of sentence similarity measures
(Sim(i, j) in Eq. 1). Lin and Bilmes measure
similarity between sentences by representing each
sentence using tf-idf (Salton and McGill, 1986)
vectors and measuring the cosine angle between

vectors. Each sentence is represented by a word
vector w = (w1 , . . . , wN ) where N is the size of
the vocabulary. Weights wki correspond to the tfidf value of word k in the sentence i. The weights
Sim(i, j) used in the L function in Eq. 1 are found
using the following similarity measure.
P

tfw,i × tfw,j × idf2w
Sim(i, j) = r P
rP
tf2w,i × idf2w
tf2w,j × idf2w
w∈i

w∈i

w∈j

(2)
where tfw,i and tfw,j are the number of occurrences of w in sentence i and j, and idfw is the
inverse document frequency (idf ) of w.
In order to have a high similarity between sentences using the above measure, two sentences
must have an overlap of highly scored tf-idf words.
The overlap must be exact to count towards the
similarity, e.g, the terms The US President and
Barack Obama in different sentences will not add
towards the similarity of the sentences. To capture deeper similarity, in this paper we will investigate the use of continuous vector representations
for measuring similarity between sentences. In the
next sections we will describe the basics needed
for creating continuous vector representations and
methods used to create sentence representations
that can be used to measure sentence similarity.

3 Background on Deep Learning
Deep learning (Hinton et al., 2006) is a modern interpretation of artificial neural networks
(ANN), with an emphasis on deep network architectures. Deep learning can be used for challenging problems like image and speech recognition (Krizhevsky et al., 2012; Graves et al., 2013),
as well as language modeling (Mikolov et al.,
2010), and in all cases, able to achieve state-ofthe-art results.
Inspired by the brain, ANNs use a neuron-like
construction as their primary computational unit.
The behavior of a neuron is entirely controlled by
its input weights. Hence, the weights are where
the information learned by the neuron is stored.
More precisely the output of a neuron is computed
as the weighted sum of its inputs, and squeezed
into the interval [0, 1] using a sigmoid function:
yi = g(θiT x)
g(z) =

1
1 + e−z

(3)
(4)
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Figure 2: FFNN with four input neurons, one hidden layer, and 1 output neuron. This type of architecture is appropriate for binary classification
of some data x ∈ R4 , however depending on the
complexity of the input, the number and size of the
hidden layers should be scaled accordingly.
where θi are the weights associated with neuron i
and x is the input. Here the sigmoid function (g) is
chosen to be the logistic function, but it may also
be modeled using other sigmoid shaped functions,
e.g. the hyperbolic tangent function.
The neurons can be organized in many different ways. In some architectures, loops are permitted. These are referred to as recurrent neural networks. However, all networks considered here are
non-cyclic topologies. In the rest of this section
we discuss a few general architectures in more detail, which will later be employed in the evaluated
models.
3.1 Feed Forward Neural Network
A feed forward neural network (FFNN) (Haykin,
2009) is a type of ANN where the neurons are
structured in layers, and only connections to subsequent layers are allowed, see Figure 2. The algorithm is similar to logistic regression using nonlinear terms. However, it does not rely on the
user to choose the non-linear terms needed to fit
the data, making it more adaptable to changing
datasets. The first layer in a FFNN is called the
input layer, the last layer is called the output layer,
and the interim layers are called hidden layers.
The hidden layers are optional but necessary to fit
complex patterns.
Training is achieved by minimizing the network
error (E). How E is defined differs between different network architectures, but is in general a
differentiable function of the produced output and
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Figure 3: The figure shows an auto-encoder that
compresses four dimensional data into a two dimensional code. This is achieved by using a bottleneck layer, referred to as a coding layer.
the expected output. In order to minimize this
function the gradient ∂E
∂Θ first needs to be calculated, where Θ is a matrix of all parameters, or
weights, in the network. This is achieved using
backpropagation (Rumelhart et al., 1986). Secondly, these gradients are used to minimize E using e.g. gradient descent. The result of this processes is a set of weights that enables the network
to do the desired input-output mapping, as defined
by the training data.
3.2 Auto-Encoder
An auto-encoder (AE) (Hinton and Salakhutdinov,
2006), see Figure 3, is a type of FFNN with a
topology designed for dimensionality reduction.
The input and the output layers in an AE are identical, and there is at least one hidden bottleneck
layer that is referred to as the coding layer. The
network is trained to reconstruct the input data,
and if it succeeds this implies that all information
in the data is necessarily contained in the compressed representation of the coding layer.
A shallow AE, i.e. an AE with no extra hidden layers, will produce a similar code as principal component analysis. However, if more layers
are added, before and after the coding layer, nonlinear manifolds can be found. This enables the
network to compress complex data, with minimal
loss of information.
3.3 Recursive Neural Network
A recursive neural network (RvNN), see Figure 4,
first presented by Socher et al. (2010), is a type of
feed forward neural network that can process data
through an arbitrary binary tree structure, e.g. a

Input
layer

4.1 Collobert & Weston

Root
layer

Collobert and Weston (2008) introduce an efficient
method for computing word embeddings, in this
work referred to as CW vectors. This is achieved
firstly, by scoring a valid n-gram (x) and a corrupted n-gram (x̄) (where the center word has been
randomly chosen), and secondly, by training the
network to distinguish between these two n-grams.
This is done by minimizing the hinge loss

x1

y

x2

x3

max(0, 1 − s(x) + s(x̄))

(6)

Figure 4: The recursive neural network architecture makes it possible to handle variable length input data. By using the same dimensionality for all
layers, arbitrary binary tree structures can be recursively processed.

where s is the scoring function, i.e. the output of
a FFNN that maps between the word embeddings
of an n-gram to a real valued score. Both the parameters of the scoring function and the word embeddings are learned in parallel using backpropagation.

binary parse tree produced by linguistic parsing of
a sentence. This is achieved by enforcing weight
constraints across all nodes and restricting the output of each node to have the same dimensionality
as its children.
The input data is placed in the leaf nodes of
the tree, and the structure of this tree is used to
guide the recursion up to the root node. A compressed representation is calculated recursively at
each non-terminal node in the tree, using the same
weight matrix at each node. More precisely, the
following formulas can be used:

4.2 Continuous Skip-gram

zp =

θpT [xl ; xr ]

yp = g(zp )

(5a)
(5b)

where yp is the computed parent state of neuron
p, and zp the induced field for the same neuron.
[xl ; xr ] is the concatenation of the state belonging
to the right and left sibling nodes. This process results in a fixed length representation for hierarchical data of arbitrary length. Training of the model
is done using backpropagation through structure,
introduced by Goller and Kuchler (1996).

4 Word Embeddings
Continuous distributed vector representation of
words, also referred to as word embeddings, was
first introduced by Bengio et al. (2003). A word
embedding is a continuous vector representation
that captures semantic and syntactic information
about a word. These representations can be used
to unveil dimensions of similarity between words,
e.g. singular or plural.

A second method for computing word embeddings
is the Continuous Skip-gram model, see Figure 5,
introduced by Mikolov et al. (2013a). This model
is used in the implementation of their word embeddings tool Word2Vec. The model is trained to predict the context surrounding a given word. This is
accomplished by maximizing the objective function
T
1X
T

X

t=1 −c≤j≤c,j6=0

log p(wt+j |wt )

(7)

where T is the number of words in the training
set, and c is the length of the training context. The
probability p(wt+j |wt ) is approximated using the
hierarchical softmax introduced by Bengio et al.
(2002).

5 Phrase Embeddings
Word embeddings have proven useful in many natural language processing (NLP) tasks. For summarization, however, sentences need to be compared. In this section we present two different
methods for deriving phrase embeddings, which
in Section 5.3 will be used to compute sentence to
sentence similarities.
5.1 Vector addition
The simplest way to represent a sentence is to
consider it as the sum of all words without regarding word orders. This was considered by
Mikolov et al. (2013b) for representing short
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Figure 5: The continuous Skip-gram model. Using the input word (wt ) the model tries to predict
which words will be in its context (wt±c ).
phrases. The model is expressed by the following
equation:
X
xw
(8)
xp =
xw ∈{sentence}

where xp is a phrase embedding, and xw is a word
embedding. We use this method for computing
phrase embeddings as a baseline in our experiments.
5.2 Unfolding Recursive Auto-encoder
The second model is more sophisticated, taking into account also the order of the words
and the grammar used. An unfolding recursive
auto-encoder (RAE) is used to derive the phrase
embedding on the basis of a binary parse tree.
The unfolding RAE was introduced by Socher et
al. (2011) and uses two RvNNs, one for encoding
the compressed representations, and one for decoding them to recover the original sentence, see
Figure 6. The network is subsequently trained by
minimizing the reconstruction error.
Forward propagation in the network is done by
recursively applying Eq. 5a and 5b for each triplet
in the tree in two phases. First, starting at the center node (root of the tree) and recursively pulling
the data from the input. Second, again starting
at the center node, recursively pushing the data
towards the output. Backpropagation is done in
a similar manner using backpropagation through
structure (Goller and Kuchler, 1996).
5.3 Measuring Similarity
Phrase embeddings provide semantically aware
representations for sentences. For summarization,

x3
θe

θd

x′3

Figure 6: The structure of an unfolding RAE, on
a three word phrase ([x1 , x2 , x3 ]). The weight matrix θe is used to encode the compressed representations, while θd is used to decode the representations and reconstruct the sentence.
we need to measure the similarity between two
representations and will make use of the following
two vector similarity measures. The first similarity measure is the cosine similarity, transformed to
the interval of [0, 1]


xTi xj
+ 1 /2
(9)
Sim(i, j) =
kxj kkxj k

where x denotes a phrase embedding The second
similarity is based on the complement of the Euclidean distance and computed as:
q
1
p
Sim(i, j) = 1−
k x j − x i k2
max k xk − xn k2
k,n

(10)

6 Experiments
In order to evaluate phrase embeddings for summarization we conduct several experiments and
compare different phrase embeddings with tf-idf
based vectors.
6.1 Experimental Settings
Seven different configuration were evaluated. The
first configuration provides us with a baseline and
is denoted Original for the Lin-Bilmes method
described in Sec. 2.1. The remaining configurations comprise selected combinations of word embeddings, phrase embeddings, and similarity measures.
The first group of configurations are based on
vector addition using both Word2Vec and CW vectors. These vectors are subsequently compared using both cosine similarity and Euclidean distance.

The second group of configurations are built upon
recursive auto-encoders using CW vectors and are
also compared using cosine similarity as well as
Euclidean distance.
The methods are named according to:
VectorType EmbeddingMethodSimilarityM ethod ,
e.g. W2V_AddCos for Word2Vec vectors combined using vector addition and compared using
cosine similarity.
To get an upper bound for each ROUGE score,
we use an exhaustive search on summaries. We
evaluated each possible pair of sentences and maximized w.r.t the ROUGE score.
6.2 Dataset and Evaluation
The Opinosis dataset (Ganesan et al., 2010) consists of short user reviews in 51 different topics. Each of these topics contains between 50 and
575 sentences and are a collection of user reviews
made by different authors about a certain characteristic of a hotel, car or a product (e.g. ”Location of Holiday Inn, London” and ”Fonts, Amazon Kindle”). The dataset is well suited for multidocument summarization (each sentence is considered its own document), and includes between
4 and 5 gold-standard summaries (not sentences
chosen from the documents) created by human authors for each topic.
Each summary is evaluated with ROUGE, that
works by counting word overlaps between generated summaries and gold standard summaries. Our
results include R-1, R-2, and R-SU4, which counts
matches in unigrams, bigrams, and skip-bigrams
respectively. The skip-bigrams allow four words
in between (Lin, 2004).
The measures reported are recall (R), precision
(P), and F-score (F), computed for each topic individually and averaged. Recall measures what fraction of a human created gold standard summaries
that is captured, and precision measures what fraction of the generated summary that is in the gold
standard. F-score is a standard way to combine
∗R
recall and precision, computed as F = 2 PP+R
.
6.3 Implementation
All results were obtained by running an implementation of Lin-Bilmes submodular optimization
summarizer, as described in Sec. 2.1. Also, we
have chosen to fix the length of the summaries
to two sentences because the length of the goldstandard summaries are typically around two sentences. The CW vectors used were trained by

Turian et al. (2010)1 , and the Word2Vec vectors
by Mikolov et al. (2013b)2 . The unfolding RAE
used is based on the implementation by Socher et
al. (2011)3 , and the parse trees for guiding the recursion was generated using the Stanford Parser
(Klein and Manning, 2003)4 .
6.4 Results
The results from the ROUGE evaluation are compiled in Table 1. We find for all measures (recall,
precision, and F-score), that the phrase embeddings outperform the original Lin-Bilmes. For recall, we find that CW_AddCos achieves the highest result, while for precision and F-score the
CW_AddEuc perform best. These results are consistent for all versions of ROUGE scores reported
(1, 2 and SU4), providing a strong indication for
phrase embeddings in the context of automatic
summarization.
Unfolding RAE on CW vectors and vector addition on W2V vectors gave comparable results
w.r.t. each other, generally performing better than
original Linn-Bilmes but not performing as well as
vector addition of CW vectors.
The results denoted OPT in Table 1 describe
the upper bound score, where each row represents optimal recall and F-score respectively. The
best results are achieved for R-1 with a maximum recall of 57.86%. This is a consequence of
hand created gold standard summaries used in the
evaluation, that is, we cannot achieve full recall
or F-score when the sentences in the gold standard summaries are not taken from the underlying documents and thus, they can never be fully
matched using extractive summarization. R-2 and
SU4 have lower maximum recall and F-score, with
22.9% and 29.5% respectively.
6.5 Discussion
The results of this paper show great potential for
employing word and phrase embeddings in summarization. We believe that by using embeddings
we move towards more semantically aware summarization systems. In the future, we anticipate
improvements for the field of automatic summarization (as well as for similar applications), as the
quality of the word vectors improves and we find
1

http://metaoptimize.com/projects/wordreprs/
https://code.google.com/p/word2vec/
3
http://nlp.stanford.edu/ socherr/codeRAEVectorsNIPS2011.zip
4
http://nlp.stanford.edu/software/lex-parser.shtml
2

Table 1: ROUGE scores for summaries using different similarity measures. OPT constitutes the
optimal ROUGE scores on this dataset.
ROUGE-1
R

P

F

OPTR
OPTF

57.86
45.93

21.96
48.84

30.28
46.57

CW_RAECos
CW_RAEEuc
CW_AddCos
CW_AddEuc
W2V_AddCos
W2V_AddEuc

27.37
29.25
34.72
29.12
30.86
28.71

19.89
19.77
11.75
22.75
16.81
16.67

22.00
22.62
17.16
24.88
20.93
20.75

Original

25.82

19.58

20.57

ROUGE-2
R

P

F

22.96
20.42

12.31
19.94

15.33
19.49

CW_RAECos
CW_RAEEuc
CW_AddCos
CW_AddEuc
W2V_AddCos
W2V_AddEuc

4.68
4.82
5.89
5.12
5.71
3.86

3.18
3.24
1.81
3.60
3.08
1.95

3.58
3.67
2.71
4.10
3.82
2.54

Original

3.92

2.50

2.87

R

P

F

OPTR
OPTF

29.50
23.17

13.53
26.50

17.70
23.70

CW_RAECos
CW_RAEEuc
CW_AddCos
CW_AddEuc
W2V_AddCos
W2V_AddEuc

9.61
9.95
12.38
10.54
11.94
9.78

6.23
6.17
3.27
7.59
5.52
4.69

6.95
7.04
5.03
8.35
7.12
6.15

9.15

6.74

6.73

OPTR
OPTF

ROUGE-SU4

Original

enhanced ways of composing and comparing the
vectors.
It is interesting to compare the results from different composition techniques on the CW vectors, where vector addition surprisingly outperforms the considerably more sophisticated unfolding RAE. However, since the unfolding RAE uses

syntactic information in the text, this may be a result of using a dataset consisting of low quality
text.
In the interest of comparing word embeddings,
results using vector addition and cosine similarity
were computed based on both CW and Word2Vec
vectors. Supported by the achieved results CW
vectors seems better suited for sentence similarities in this setting.
An issue we encountered with using precomputed word embeddings was their limited vocabulary, in particular missing uncommon (or common incorrect) spellings. This problem is particularly pronounced on the evaluated Opinosis
dataset, since the text is of low quality. Future
work is to train word embeddings on a dataset used
for summarization to better capture the specific semantics and vocabulary.
The optimal R-1 scores are higher than R-2 and
SU4 (see Table 1) most likely because the score ignores word order and considers each sentence as a
set of words. We come closest to the optimal score
for R-1, where we achieve 60% of maximal recall
and 49% of F-score. Future work is to investigate
why we achieve a much lower recall and F-score
for the other ROUGE scores.
Our results suggest that the phrase embeddings
capture the kind of information that is needed for
the summarization task. The embeddings are the
underpinnings of the decisions on which sentences
that are representative of the whole input text, and
which sentences that would be redundant when
combined in a summary. However, the fact that
we at most achieve 60% of maximal recall suggests that the phrase embeddings are not complete
w.r.t summarization and might benefit from being
combined with other similarity measures that can
capture complementary information, for example
using multiple kernel learning.

7 Related Work
To the best of our knowledge, continuous vector
space models have not previously been used in
summarization tasks. Therefore, we split this section in two, handling summarization and continuous vector space models separately.
7.1 Continuous Vector Space Models
Continuous distributed vector representation of
words was first introduced by Bengio et al. (2003).
They employ a FFNN, using a window of words

as input, and train the model to predict the next
word. This is computed using a big softmax layer
that calculate the probabilities for each word in the
vocabulary. This type of exhaustive estimation is
necessary in some NLP applications, but makes
the model heavy to train.
If the sole purpose of the model is to derive
word embeddings this can be exploited by using
a much lighter output layer. This was suggested
by Collobert and Weston (2008), which swapped
the heavy softmax against a hinge loss function.
The model works by scoring a set of consecutive
words, distorting one of the words, scoring the distorted set, and finally training the network to give
the correct set a higher score.
Taking the lighter concept even further,
Mikolov et al. (2013a) introduced a model called
Continuous Skip-gram. This model is trained
to predict the context surrounding a given word
using a shallow neural network. The model is less
aware of the order of words, than the previously
mentioned models, but can be trained efficiently
on considerably larger datasets.
An early attempt at merging word representations into representations for phrases and sentences is introduced by Socher et al. (2010). The
authors present a recursive neural network architecture (RvNN) that is able to jointly learn parsing
and phrase/sentence representation. Though not
able to achieve state-of-the-art results, the method
provides an interesting path forward. The model
uses one neural network to derive all merged representations, applied recursively in a binary parse
tree. This makes the model fast and easy to train
but requires labeled data for training.
The problem of needing labeled training data is
remedied by Socher et al. (2011), where the RvNN
model is adapted to be used as an auto-encoder and
employed for paraphrase detection. The approach
uses a precomputed binary parse tree to guide the
recursion. The unsupervised nature of this setup
makes it possible to train on large amounts of data,
e.g., the complete English Wikipedia.
7.2 Summarization Techniques
Radev et al. (2004) pioneered the use of cluster
centroids in their work with the idea to group, in
the same cluster, those sentences which are highly
similar to each other, thus generating a number
of clusters. To measure the similarity between a
pair of sentences, the authors use the cosine simi-

larity measure where sentences are represented as
weighted vectors of tf-idf terms. Once sentences
are clustered, sentence selection is performed by
selecting a subset of sentences from each cluster.
In TextRank (2004), a document is represented
as a graph where each sentence is denoted by a
vertex and pairwise similarities between sentences
are represented by edges with a weight corresponding to the similarity between the sentences.
The Google PageRank ranking algorithm is used
to estimate the importance of different sentences
and the most important sentences are chosen for
inclusion in the summary.
Bonzanini, Martinez, Roelleke (2013) presented an algorithm that starts with the set of
all sentences in the summary and then iteratively
chooses sentences that are unimportant and removes them. The sentence removal algorithm obtained good results on the Opinosis dataset, in particular w.r.t F-scores.
We have chosen to compare our work with that
of Lin and Bilmes (2011), described in Sec. 2.1.
Future work is to make an exhaustive comparison
using a larger set similarity measures and summarization frameworks.

8 Conclusions
We investigated the effects of using phrase embeddings for summarization, and showed that these
can significantly improve the performance of the
state-of-the-art summarization method introduced
by Lin and Bilmes in (2011). Two implementations of word vectors and two different approaches
for composition where evaluated. All investigated combinations improved the original LinBilmes approach (using tf-idf representations of
sentences) for at least two ROUGE scores, and top
results where found using vector addition on CW
vectors.
In order to further investigate the applicability
of continuous vector representations for summarization, in future work we plan to try other summarization methods. In particular we will use a
method based on multiple kernel learning where
phrase embeddings can be combined with other
similarity measures. Furthermore, we aim to use
a novel method for sentence representation similar
to the RAE using multiplicative connections controlled by the local context in the sentence.

References
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Abstract
News reports, social media streams, blogs,
digitized archives and books are part of
a plethora of reading sources that people
face every day. This raises the question
of how to best generate automatic summaries. Many existing methods for extracting summaries rely on comparing the
similarity of two sentences in some way.
We present new ways of measuring this
similarity, based on sentiment analysis and
continuous vector space representations,
and show that combining these together
with similarity measures from existing
methods, helps to create better summaries.
The finding is demonstrated with MULTSUM, a novel summarization method that
uses ideas from kernel methods to combine sentence similarity measures. Submodular optimization is then used to produce summaries that take several different similarity measures into account. Our
method improves over the state-of-the-art
on standard benchmark datasets; it is also
fast and scale to large document collections, and the results are statistically significant.

1

Introduction

Extractive summarization, the process of selecting a subset of sentences from a set of documents,
is an important component of modern information retrieval systems (Baeza-Yates et al., 1999).
A good summarization system needs to balance
two complementary aspects: finding a summary
that captures all the important topics of the documents (coverage), yet does not contain too many
similar sentences (non-redundancy). It follows
that it is essential to have a good way of measuring the similarity of sentences, in no way a trivial

task. Consequently, several measures for sentence
similarity have been explored for extractive summarization.
In this work, two sets of novel similarity measures capturing deeper semantic features are presented, and evaluated in combination with existing methods of measuring sentence similarity.
The new methods are based on sentiment analysis, and continuous vector space representations of
phrases, respectively.
We show that summary quality is improved by
combining multiple similarities at the same time
using kernel techniques. This is demonstrated using MULTSUM, an ensemble-approach to generic
extractive multi-document summarization based
on the existing, state-of-the-art method of Lin
and Bilmes (2011). Our method obtains state-ofthe-art results that are statistically significant on
the de-facto standard benchmark dataset DUC 04.
The experimental evaluation also confirm that the
method generalizes well to other datasets.

2

MULTSUM

MULTSUM, our approach for extractive summarization, finds representative summaries taking multiple sentence similarity measures into account. As Lin and Bilmes (2011), we formulate
the problem as the optimization of monotone nondecreasing submodular set functions. This results
in a fast, greedy optimization step that provides
a (1 − 1e ) factor approximation. In the original
version, the optimization objective is a function
scoring a candidate summary by coverage and diversity, expressed using cosine similarity between
sentences represented as bag-of-terms vectors. We
extend this method by using several sentence similarity measures M l (as described in Section 3) at
the same time, combined by multiplying them together element-wise:
Y
Msi ,sj =
Msli ,sj .

In the literature of kernel methods, this is the
standard way of combining kernels as a conjunction (Duvenaud, 2014; Schölkopf et al., 2004, Ch
1).

3 Sentence Similarity Measures
Many existing systems rely on measuring the similarity of sentences to balance the coverage with
the amount of redundancy of the summary. This is
also true for MULTSUM which is based on the existing submodular optimization method. Similarity measures that capture general aspects lets the
summarization system pick sentences that are representative and diverse in general. Similarity measures capturing more specific aspects allow the
summarization system to take these aspects into
account.
We list some existing measures in Table 3 (that
mainly relies on counting word overlaps) and in
Sections 3.1 and 3.2, we present sentence similarity measures that capture more specific aspects
of the text. MULTSUM is designed to work with
all measures mentioned below; this will be evaluated in Section 4. Interested readers are referred to a survey of existing similarity measures
from the litterature in (Bengtsson and Skeppstedt,
2012). All these similarity measures require sentence splitting, tokenization, part-of-speech tagging and stemming of words. The Filtered Word,
and TextRank comparers are set similarity measures where each sentence is represented by the
set of all their terms. The KeyWord comparer and
LinTFIDF represent each sentence as a word vector and uses the vectors for measuring similarity.
DepGraph first computes the dependency parse
trees of the two sentences using Maltparser (Nivre,
2003). The length of their longest common path is
then used to derive the similarity score.
The similarity measure used in TextRank (Mihalcea and Tarau, 2004) will be referred to as TRComparer. The measure used in submodular optimization (Lin and Bilmes, 2011) will be referred
to as LinTFIDF. All measures used in this work
are normalized, Msi ,sj ∈ [0, 1].
3.1 Sentiment Similarity
Sentiment analysis has previously been used for
document summarization, with the aim of capturing an average sentiment of the input corpus (Lerman et al., 2009), or to score emotionally charged
sentences (Nishikawa et al., 2010). Other research

Name

Formula

Filtered

Msi ,sj
p
|(si ∩ sj )|/ |(si )| + |(sj )|
Msi ,sj
|si ∩ sj |/(log|si | + log|sj |)
Msi ,sj

TRCmp.
LinTFIDF

qP

P

w∈si

KeyWord
DepGraph

=
=
=

2
tfw,i ·tfw,j ·idfw
qP
2
2
tfw,si idfw
tf
w,sj idfw
w∈sj
P
w∈{{s ∩s }∩K} tfw ·idfw
w∈si

i j
Msi ,sj =
|si |+|sj |
See text description.

Table 1: Similarity measures from previous works.
has shown that negative emotion words appear at
a relative higher rate in summaries written by humans (Hong and Nenkova, 2014). We propose
a different way of making summaries sentiment
aware by comparing the level of sentiment in sentences. This allows for summaries that are both
representative and diverse in sentiment.
Two lists, of positive and of negative sentiment
words respectively, were manually created1 and
used. Firstly, each sentence si is given two sentiment scores, positive(si ) and negative(si ), defined as the fraction of words in si that is found in
the positive and the negative list, respectively. The
similarity score for positive sentiment are computed as follows:
Msi ,sj = 1 − |positive(si ) − positive(sj )|
The similarity score for negative sentiment are
computed as follows:
Msi ,sj = 1 − |negative(si ) − negative(sj )|
3.2

Continuous Vector Space
Representations

Continuous vector space representations of words
has a long history. Recently, the use of deep
learning methods has given rise to a new class
of continuous vector space models. Bengio et al.
(2006) presented vector space representations for
words that capture semantic and syntactic properties. These vectors can be employed not only
to find similar words, but also to relate words using multiple dimensions of similarity. This means
that words sharing some sense can be related using
1
To download the sentiment word lists used, please see
http://www.mogren.one/

translations in vector space, e.g. vking − vman +
vwoman ≈ vqueen .
Early work on extractive summarization using
vector space models was presented in (Kågebäck
et al., 2014). In this work we use a similar
approach, with two different methods of deriving word embeddings. The first model (CW )
was introduced by Collobert and Weston (2008).
The second (W 2V ) is the skip-gram model by
Mikolov et al. (2013).
The Collobert and Weston vectors were trained
on the RCV1 corpus, containing one year of
Reuters news wire; the skip-gram vectors were
trained on 300 billion words from Google News.
The word embeddings are subsequently used as
building blocks for sentence level phrase embeddings by summing the word vectors of each sentence. Finally, the sentence similarity is defined as
the cosine similarity between the sentence vectors.
With MULTSUM, these similarity measures
can be combined with the traditional sentence similarity measures.

4

Experiments

Our version of the submodular optimization code
follows the description by Lin and Bilmes (2011),
with the exception that we use multiplicative combinations of the sentence similarity scores described in Section 3. The source code of our
system can be downloaded from http://www.
mogren.one/. Where nothing else is stated,
MULTSUM was evaluated with a multiplicative
combination of TRComparer and FilteredWordComparer.
4.1 Datasets
In the evaluation, three different datasets were
used. DUC 02 and DUC 04 are from the Document Understanding Conferences, both with the
settings of task 2 (short multi-document summarization), and each consisting of around 50 document sets. Each document set is comprised
of around ten news articles (between 111 and
660 sentences) and accompanied with four goldstandard summaries created by manual summarizers. The summaries are at most 665 characters
long. DUC 04 is the de-facto standard benchmark dataset for generic multi-document summarization.
Experiments were also carried out on
Opinosis (Ganesan et al., 2010), a collection

of short user reviews in 51 different topics. Each
topic consists of between 50 and 575 one-sentence
user reviews by different authors about a certain
characteristic of a hotel, a car, or a product. The
dataset includes 4 to 5 gold-standard summaries
created by human authors for each topic. The the
gold-standard summaries is around 2 sentences.
4.2

Baseline Methods

Our baseline methods are Submodular optimization (Lin and Bilmes, 2011), DPP (Kulesza and
Taskar, 2012), and ICSI (Gillick et al., 2008).
The baseline scores are calculated on precomputed
summary outputs (Hong et al., 2014).
4.3

Evaluation Method

Following standard procedure, we use ROUGE
(version 1.5.5) for evaluation (Lin, 2004).
ROUGE counts n-gram overlaps between generated summaries and the gold standard. We
have concentrated on recall as this is the measure
with highest correlation to human judgement (Lin
and Hovy, 2003), on ROUGE-1, ROUGE-2, and
ROUGE-SU4, representing matches in unigrams,
bigrams, and skip-bigrams, respectively.
The Opinosis experiments were aligned with
those of Bonzanini et al. (2013) and Ganesan et al.
(2010)2 . Summary length was 2 sentences. In the
DUC experiments, summary length is 100 words3 .

5 Results
Our experimental results show significant improvements by aggregating several sentence similarity measures, and our results for ROUGE-2 and
ROUGE-SU4 recall beats state–of–the–art.
5.1

Integrating Different Similarity Measures

Table 2 shows ROUGE recall on DUC 04.
MULTSUM4 obtains ROUGE scores beating state-of-the-art systems, in particular on
ROUGE-2 and ROUGE-SU4, suggesting that
MULTSUM produce summaries with excellent
fluency. We also note, that using combined similarities, we beat original submodular optimization.
Figure 5.1 shows, for each n ∈ [1..9],
the highest ROUGE-1 recall score obtained by
MULTSUM, determined by exhaustive search
2

ROUGE options on Opinosis: -a - m -s -x -n 2 -2 4 -u.
ROUGE options on DUC: -a -n 2 -m -l 100 -x -c 95 r 1000 -f A -p 0.5 -t 0 -2 4 -u.
4
Here, MULTSUM is using TRComparer and FilteredWordComparer in multiplicative conjunction.
3

ROUGE-2

ROUGE-SU4

39.35
38.41
39.83
39.18

9.94
9.77
9.62
9.35

14.01
13.62
13.86
13.75

Table 2: ROUGE recall scores on DUC 04. Our
system MULTSUM obtains the best result yet for
ROUGE-2 and ROUGE-SU4. DPP has a higher
ROUGE-1 score, but the difference is not statistically significant (Hong et al., 2014).
1

2

3

4

1.0

0.00038

0.00016

0.00016

Table 3: p-values from the Mann-Whitney U-test
for combinations of similarity measures of size
n ∈ [1..4], compared to using just one similarity measure. Using 2, 3, or 4 similarity measures
at the same time with MULTSUM, gives a statistically significant improvement of the ROUGE-1
scores. Dataset: DUC 04.
among all possible combinations of size n. The
performance increases from using only one sentence similarity measure, reaching a high, stable
level when n ∈ [2..4]. The behaviour is consistent over three datasets: DUC 02, DUC 04
and OPINOSIS. Based on ROUGE-1 recall, on
DUC 02, a combination of four similarity measures provided the best results, while on DUC 04
and Opinosis, a combination of two similarity
scores provided a slightly better score.
Table 3 shows p-values obtained using the
Mann-Whitney U-test (Mann et al., 1947) on the
ROUGE-1 scores when using a combination of
n similarities with MULTSUM, compared to using only one measure. The Mann-Whitney U-test
compares two ranked lists A and B, and decides
whether they are from the same population. Here,
A is the list of scores from using only one measure, and B is the top-10 ranked combinations of
n combined similarity measures, n ∈ [1..4]). One
can see that for each n ∈ [1..4], using n sentence
similarity measures at the same time, is significantly better than using only one.
On DUC 02, the best combination of similarity
measures is using CW, LinTFIDF, NegativeSentiment, and TRComparer. Each point in Figure 5.1
represents a combination of some of these four
similarity measures. Let n be the number of mea-
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Figure 1: MULTSUM ROUGE-1 recall performance for each top-performing combination of up
to four similarity measures. On all datasets, using combinations of two, three, and four similarity
measures is better than using only one.

sures in such a combination. When n = 1,
the “combinations” are just single similarity measures. When n = 2, there are 6 different ways to
choose, and when n = 3, there are four. A line
goes from each measure point through all combinations the measure is part of. One can clearly see
the benefits of each of the combination steps, as n
increases.

5.2

Evaluation with Single Similarity
Measures

In order to understand the effect of different similarity measures, MULTSUM was first evaluated
using only one similarity measure at a time. Table 4 shows the ROUGE recall scores of these experiments, using the similarity measures presented
in Section 3, on DUC 04.
We note that MULTSUM provides summaries
of high quality already with one similarity measure (e.g. with TRComparer), with a ROUGE-1
recall of 37.95 Using only sentiment analysis
as the single similarity measure does not capture enough information to produce state-of-theart summaries.
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1
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ROUGE-2

ROUGE-SU4

37.95
37.51
35.74
35.40
32.81
32.65
31.19
32.12
31.59

8.94
8.26
6.50
7.13
5.43
6.35
4.87
4.94
4.74

13.19
12.73
11.51
11.80
10.12
10.29
9.27
9.92
9.51

4

Figure 2: ROUGE-1 recall for the top-performing
four-combination on DUC 2002 (CW, LinTFIDF,
NegativeSentiment, and TRComparer), and all
possible subsets of these four similarity measures.
(When the number of similarity measures is one,
only a single measure is used).

6

ROUGE-1

Discussion

Empirical evaluation of the method proposed in
this paper shows that using several sentence similarity measures at the same time produces significantly better summaries.
When using one single similarity at a time, using sentiment similarity and vector space models does not give the best summaries. However,
we found that when combining several similarity
measures, our proposed sentiment and continuous
vector space measures often rank among the top
ones, together with the TRComparer.
MULTSUM, our novel summarization method,
based on submodular optimization, multiplies several sentence similarity measures, to be able to
make summaries that are good with regards to several aspects at the same time. Our experimental results show significant improvements when
using multiplicative combinations of several sentence similarity measures. In particular, the results
of MULTSUM surpasses that of the original submodular optimization method.
In our experiments we found that using between
two and four similarity measures lead to significant improvements compared to using a single
measure. This verifies the validity of commonly
used measures like TextRank and LinTFIDF as
well as new directions like phrase embeddings and
sentiment analysis.
There are several ideas worth pursuing that

Table 4: ROUGE recall of MULTSUM using different similarity measures, one at a time. Dataset:
DUC 04. The traditional word-overlap measures
are the best scoring when used on their own; the
proposed measures with more semantical comparisons provide the best improvements when used in
conjunctions.
could further improve our methods. We will explore methods of incorporating more semantic information in our sentence similarity measures.
This could come from systems for Information Extraction (Ji et al., 2013), or incorporating external sources such as WordNet, Freebase and DBpedia (Nenkova and McKeown, 2012).

7

Related Work

Ever since (Luhn, 1958), the field of automatic
document summarization has attracted a lot of attention, and has been the focus of a steady flow
of research. Luhn was concerned with the importance of words and their representativeness for
the input text, an idea that’s still central to many
current approaches. The development of new
techniques for document summarization has since
taken many different paths. Some approaches concentrate on what words should appear in summaries, some focus on sentences in part or in
whole, and some consider more abstract concepts.
In the 1990’s we witnessed the dawn of the
data explosion known as the world wide web, and
research on multi document summarization took
off. Some ten years later, the Document Understanding Conferences (DUC) started providing researchers with datasets and spurred interest with a
venue for competition.
Luhn’s idea of a frequency threshold measure
for selecting topic words in a document has lived
on. It was later superseded by tf ×idf, which measures the specificity of a word to a document,

The two bombers who carried out Friday’s attack, which led the Israeli Cabinet to suspend deliberations on the land-for-security accord signed with the Palestinians last month, were identified as
members of Islamic Holy War from West Bank villages under Israeli security control. The radical
group Islamic Jihad claimed responsibility Saturday for the market bombing and vowed more attacks
to try to block the new peace accord. Israel radio said the 18-member Cabinet debate on the Wye River
accord would resume only after Yasser Arafat’s Palestinian Authority fulfilled all of its commitments
under the agreement, including arresting Islamic militants.
Table 5: Example output from MULTSUM. Input document: d30010t from DUC 04. Similarity Measures: W2V, TRComparer, and FilteredWordComparer.
something that has been used extensively in document summarization efforts. RegSum (Hong and
Nenkova, 2014) trained a classifier on what kinds
of words that human experts include in summaries.
(Lin and Bilmes, 2011) represented sentences as
a tf ×idf weighted bag-of-words vector, defined a
sentence graph with weights according to cosine
similarity, and used submodular optimization to
decide on sentences for a summary that is both
representative and diverse.
Several other methods use similar sentencebased formulations but with different sentence
similarities and summarization objectives (Radev
et al., 2004; Mihalcea and Tarau, 2004).
(Bonzanini et al., 2013) introduced an iterative sentence removal procedure that proved
good in summarizing short online user reviews.
CLASSY04 (Conroy et al., 2004) was the best system in the official DUC 04 evaluation. After some
linguistic preprocessing, it uses a Hidden Markov
Model for sentence selection where the decision
on inclusion of a sentence depends on its number of signature tokens. The following systems
have also showed state–of–the–art results on the
same data set. ICSI (Gillick et al., 2008) posed the
summarization problem as a global integer linear
program (ILP) maximizing the summary’s coverage of key n-grams. OCCAMS V (Davis et al.,
2012) uses latent semantic analysis to determine
the importance of words before the sentence selection. (Kulesza and Taskar, 2012) presents the
use of Determinantal point processes (DPPs) for
summarization, a probabilistic formulation that allows for a balance between diversity and coverage.
An extensive description and comparison of these
state–of–the–art systems can be found in (Hong
et al., 2014), along with a repository of summary
outputs on DUC 04.
Besides the aforementioned work, interested readers are referred to an extensive

survey (Nenkova and McKeown, 2012).
In
particular, they discuss different approaches to
sentence representation, scoring and summary
selection and their effects on the performance of a
summarization system.
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Conclusions

We have demonstrated that extractive summarization benefits from using several sentence similarity measures at the same time. The proposed system, MULTSUM works by using standard kernel
techniques to combine the similarities. Our experimental evaluation shows that the summaries produced by MULTSUM outperforms state-of-theart systems on standard benchmark datasets. In
particular, it beats the original submodublar optimization approach on all three variants of ROUGE
scores. It attains state-of-the-art results on both
ROUGE-2 and ROUGE-SU4, showing that the resulting summaries have high fluency. The results
are statistically significant and consistent over all
three tested datasets: DUC 02, DUC 04, and
Opinosis.
We have also seen that sentence similarity measures based on sentiment analysis and continuous
vector space representations can improve the results of multi-document summarization. In our
experiments, these sentence similarity measures
used separately are not enough to create a good
summary, but when combining them with traditional sentence similarity measures, we improve
on previous methods.
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availability of massive amounts of textual data and the interest to make sense of cultural and language phenomena over
time. Thus far however, culturomics has only made use of,
and shown the great potential of, statistical methods. In this
paper, we present a vision for a knowledge-based culturomics that complements traditional culturomics. We discuss
the possibilities and challenges of combining knowledgebased methods with statistical methods and address major
challenges that arise due to the nature of the data; diversity
of sources, changes in language over time as well as temporal dynamics of information in general. We address all layers
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1 Introduction
The need to understand and study our culture drives us to read
books, explore Web sites and query search engines or encyclopedias for information and answers. Today, with the huge
increase of historical documents made available we have a
unique opportunity to learn about the past, from the past itself.
Using the collections of projects like Project Gutenberg [67]
or Google books [25], we can directly access the historical source rather than read modern interpretations. Access
is offered online and often minimal effort is necessary for
searching and browsing. The increasing availability of digital
documents, spread over a long timespan, opens up the possibilities to move beyond the study of individual resources.
To study our history, culture and language, we can now computationally analyze the entire set of available documents to
reveal information that was previously impossible to access.
The aim of the emerging field Culturomics, introduced
by Aiden and Michel [3] and Michel et al. [53], is to study
human behaviors and cultural trends by analyzing massive
amounts of textual data that nowadays are available in digital
format. By taking a purely statistical view, Michel et al. [53]
unveiled information in Google books that would not have
been found without the analysis of this large text corpus.
Already by studying word frequencies interesting linguistic
and cultural phenomena can be found.
One example of a linguistic phenomenon is the size of
the English lexicon. The numbers of unique common words
for the years 1900, 1950 and 2000 were compared and the
authors found that by year 2000, the size of the lexicon had
increased significantly (but see [46]).1 This means that by
the year 2000, more unique words are used in written text
1

The authors define a common word as one with a frequency greater
than one per billion.
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than ever before. As an example of a cultural phenomenon
the authors studied fame, approximated by the frequency of
a person’s name. The 50 most famous people born each year
between 1800 and 1950 were studied based on several criteria, among others the age of peak celebrity and the half-life
of decline. The authors found that, over time, people become
famous earlier in their lives and are more famous than ever
but are being forgotten faster.
The examples given above showcase the potential of culturomics and could not have been found by studying individual resources or by exclusively using manual analysis.
However, despite the large potential of a purely statistical view, culturomics would gain from complementing with
deeper, knowledge-based approaches as well as integrate preexisting knowledge. In this paper, we introduce a knowledgebased culturomics that complements the purely statistical
method of classic culturomics with NLP and recent information extraction techniques. We will present our vision and
current progress toward a knowledge-based culturomics and
discuss open challenges.

1.1 Knowledge-based culturomics
In a broad perspective, culturomics is the study of cultural
and linguistic phenomena from large amounts of textual data
distributed over a long timespan. Classical culturomics can be
used to answer research questions using individual terms—
understood as text word types—their frequencies and cooccurrence behaviors.
By “knowledge”, we here understand a priori knowledge
relevant to the processing of the material with these aims in
mind. Most fundamentally this is linguistic knowledge about
the language(s) present in the material, since the information
that we wish to access is conveyed in language, and also general world knowledge and pertinent specific domain knowledge. Using such a priori knowledge allows us to provide
additional insights using advanced linking and aggregation
of information and relies on a combination of techniques
from information extraction and automatic aggregation.
To return to the examples from above, using knowledgebased methods researchers can answer, in addition to the
average age of fame, also the typical sentiment toward
famous people over time. Have we become more or less positive toward our celebrities? Is there a difference between
the start, middle or end of their fame period? What increases
a celebrity’s fame the most; actions that cause positive or
negative reactions? Using implicit social graphs, i.e., social
graphs extracted using relation extraction and semantic role
labeling, we can answer questions about typical social behavior over time. How often do people get married in different
parts of the world? Does getting married increase the chances
of changing location? Are there differences between differ-
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ent parts of the world? Are people more or less likely to be
famous by being married/a child to a famous person?
To answer these type of questions we need a three-layered
pipeline: (1) extraction of first-order information; (2) aggregation of information; and (3) establishing connection with
the primary resources.
First layer The first layer of processing (not considering the
digitization process) is natural language processing (NLP).
In this layer, we consider the extracted information to be firstorder informational items, among which we include information from lemmatization, morphological, syntactic and lexical semantic analysis, term extraction, named entity recognition and event extraction.
This layer is crucial in our conception of knowledgebased culturomics. Linguistic processing allows for abstraction over text words which in many cases can lower the data
requirements considerably, crucial in the case of languages
where the amount of available material is smaller, and in the
case of morphologically complex languages, and of course
doubly crucial when both factors are present.
As an illustrative example of this, in the top diagram in
Fig. 1, we replicate one of the examples from Michel et al.
[53, p. 180], reproduced here using the Google Books Ngram
Viewer. This graph shows the appearance of the three surnames Trotsky, Zinovyev, and Kamenev in the Russian portion of the Google Books material, illustrating the rise and
fall of these three portal figures of the Bolshevik revolution
in the wake of specific historical events.
Now, all examples in [53] are produced on the basis of a
single text word form, in this case the base (citation) form
of the three surnames. However, Russian nouns (including
proper nouns) are inflected in six grammatical case forms (in
two numbers), signalling their syntactic role in the sentence.
The citation form, the nominative (singular), is mainly used
for grammatical subjects, i.e., agents of actions. In the bottom
diagram in Fig. 1, we have added the accusative/genitive form
of the three surnames,2 i.e., the form used for direct objects
(patients/goals of actions) and possessors. It is obvious from
the graph that there are almost as many instances of this
form as there are of the nominative form in the material.
This shows a clear indication that morphological analysis
and lemmatization—using a priori linguistic knowledge—
can help us to get more “culturomic leverage” out of our
material.3
2

With male surnames, the accusative form and the genitive form are
always identical (although otherwise generally distinguished in Russian
morphology).

3

Mann et al. [51] describes an improved version of the Google Books
Ngram Viewer where searches can be made for inflected forms of words.
However, rather than using a dedicated morphological processor for
each language, this project relies on Wiktionary data for collecting
inflectional paradigms. Following a general lexicographical tradition,
names are generally not listed in Wiktionary. However, names have
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Fig. 1 The Russian surnames Trotsky, Zinovyev, and Kamenev in the Russian portion of the Google Books material, in the nominative case (top)
and the nominative plus the accusative/genitive case (bottom)

A central aspect of knowledge-based culturomics as we
construe it is consequently to apply as much linguistic
processing to the material as is possible, using the most
mature solutions for each language. This is arguably the step
which can add most value in relation to the needed effort,
and one where mature systems exist for many languages
(although the picture tends to look less rosy when it comes to
historical language stages or text types such as social media;
see below).
In this paper, the technologies on the first layer are presented primarily as background and the focus lies on highlighting the specific challenges for culturomics.
Second layer On the second layer of processing, firstorder informational items are aggregated to reveal “latent”
Footnote 3 continued
distinct inflectional paradigms in Russian and many other languages,
and consequently, it is still not possible to retrieve all forms of Russian
surnames automatically in the Ngram Viewer.

information. We consider such information to be secondorder information. Entities, events and their semantic roles
can be combined to create implicit social graphs where
people are related to each other (e.g., parent-of, marriedto, communicates-with, collaborates-with) or more general
entity graphs where, e.g., people can be related to events or
locations (e.g., born-in).
Topics and opinions play an important role at this layer as
they can reveal cultural phenomena. Opinions are extracted,
either as general levels of sentiment or as sentiments held
by an opinion holder toward a given entity, event or location.
Topics can be extracted on general levels to allow exploration
or with respect to a person or event. Summaries can be created
to help exploration and ease understanding. These summaries
can be on the basis of individual documents or documents
related to entities, events, topics or opinions. Also language
changes are detected on this layer.
Some of the mentioned technologies have been researched
in detail during the past decades. However, large chal-
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lenges lie ahead when placing these in the context of culturomics. One important challenge lies in including the temporal
dimension and monitoring for change and dynamics. Tracking of information and temporal linking over large timespans
must, among other things, handle language change. A second challenge lies in handling of historical texts without preexisting reliable, digital knowledge resources like Wikipedia
or WordNet, that sufficiently cover each period of time. As
an example, opinion mining relies to a large extent on existing sentiment dictionaries. Such dictionaries exist only for
modern content and cannot be generalized to cover the entire
timespan without major efforts, and thus, opinion mining for
culturomics requires new or adapted methods, as well as the
development of new knowledge-rich resources, from scratch
and/or by cross-linking from modern resources.
Third layer The aggregated information has the power to
reveal patterns and phenomena that could not be detected
by studying individual resources. However, the aggregation
often brings us to a distant reading scenario [59] where we
no longer have a direct link to the primary resources. Without
access to the individual resources, it is difficult to verify, evaluate or perform detailed analysis of the information. Therefore, the final layer of knowledge-based culturomics is to
re-connect extracted information with the primary resources.
A large challenge here is to determine for which type of information this linking is at all possible. As an example, the size
of the English vocabulary over time cannot be found in any
one document in the collection. This information is reflected
only in the aggregation and therefore there is no document
that directly mentions or reflects this fact. However, relations,
events, opinions and word senses might have primary representation. Therefore, this task is concerned with finding the
set of most descriptive primary resources for a given fact or
relation. Where the primary resources are known, the task is
to choose the most descriptive resources among all known
resources.

1.2 Structure of the paper
The rest of this paper is structured as follows: Sect. 2 covers
natural language processing and first-order information such
as entities and relations. This section also discusses entity
resolution on the basis of extracted information. Sections 3–
5 cover the second layer; Sect. 3 covers language change and
Sect. 4 covers temporal opinion mining. Temporal semantic
summarization is covered in Sect. 5. The third level—finding
descriptive resources—is covered in Sect. 6. Related work
and discussion are covered in each section individually. In
Sect. 7 we present a general discussion on knowledge-based
culturomics and finally we conclude the paper and present
future work in Sect. 8.
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2 First-order information, the NLP layer
The NLP layer is a linguistically motivated information layer
added to the texts, which forms a basis for further analyses
and allows us to extract first-order information items. Using
NLP we can, e.g., identify that mice is the plural of the lemma
mouse, make distinctions between words such as the noun fly
and the verb fly, or determine the syntactic role of the named
entity Michelle Obama. In this layer, a challenge is entity
resolution as well as determining relation between entities.
2.1 Entity resolution
A key component in understanding and analyzing text is to
identify and reason about entities mentioned in the text. In
general text, the task is made difficult by the fact that entities
are not always referred to using their full name, but with a
pronoun, a noun phrase or by different names. Furthermore,
several entities may have the same name. Merging mentioning of the same entity as well as differentiating between entities with the same lexical reference is an important challenge
in culturomics as the entities come from a wide variety of
sources and have been created over a long timespan introducing a larger variety.
As an example we can consider measuring the fame of a
person over time, an example from Michel et al. [53]. We
want to compare the artists Michael Jackson and Madonna.
First, it is important to recognize that the King of Pop refers to
Michael Jackson. However, mentioning of Michael Jackson
in the 1880s as well as in domains like science, sports and
religion is unlikely to refer to the same person and should
be disregarded. For Madonna, entity resolution is even more
important as the highest frequency for Madonna in Google
books is around year 1910 in reference to the religious figure
rather than the artist.
Central to entity resolution is the process of linking pronouns or phrases to entities, commonly called coreference,
or entity resolution and is needed when aligning information about entities across documents as well as across time.
While humans perform this task seemingly without effort,
automating it has proved to be a greater challenge. Nowadays, because gathering massive amounts of text data is done
with relative ease, the need for automatic analysis tools, such
as extraction and resolution of entities, is increasing.
At its core, the problem of entity resolution is one of linking or grouping different manifestations of an underlying
object, e.g., {Michael Jackson, Michael Joseph Jackson, MJ,
the King of Pop}−→ Michael Jackson. One of the earlier
instances is that of record linkage [60] in which multiple
database records, of the same object, are merged together.
More recently, methods approaching this problem specifically for text have emerged. Focusing first on simple rulebased methods [42,69], the approaches became increasingly
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more sophisticated, adopting the tools of machine learning [52] to unsupervised statistical [61] or clustering methods [10,71] and other statistical methods targeting temporal
aspects [8,77].
In culturomics, we consider the entity resolution problem (ER) to be that of finding a mapping between references
in text to an (unknown) set of underlying entities. Classically, ER is considered within a single document [52]. Leveraging an entire corpus instead involves reconciling entities
across documents, increasing the complexity, but improving
the analysis. It allows for use of additional features based on
document metadata and richer statistical methods for more
accurate resolution [9,66].
Rule-based methods are typically deterministic and easy
to interpret but require a large set of rules and strong knowledge of the domain. Supervised methods, on the other hand,
require labeled data, used for training a model, which may be
hard to obtain. Statistical methods build on a set of assumptions on the data, such as an underlying distribution. Often
features from rule-based methods are incorporated into statistical methods [30] to enforce linguistic constraints.
Recently, with the advent of global, freely accessible
knowledge bases such as DBpedia or YAGO, a new approach
to entity resolution has emerged, incorporating world knowledge to aid the process [70]. However, for many historical datasets (or fiction for that matter), such knowledge
bases do not contain sufficient information about the entities involved. Another recent trend is to focus on very
large scale problems, with 10s or 100s of millions of documents and entities. In such a setting, cheap identification of
likely ambiguous identifiers is a helpful tool to avoid unnecessary computations. This problem has been approached
by Hermansson et al. [33], using graph kernels and cooccurrence information, to classify identifiers as ambiguous
or not.
As a special case of ER we consider temporal resolution, also called named entity evolution recognition (NEER),
as the task of linking different names used for the same
entity over time, e.g., cities and people and also different
underlying concepts, like the Great War and World War I.
For temporal resolution, statistical methods have exploited
the hand over between different names of the same entity.
This method shows great advantage for temporal entity resolution but would benefit from ER as a first step. Methods for temporal resolution of underlying concepts, rather
than entities, are not well explored and need to be tackled
more in depth for proper culturomics analysis. See further
Sect. 3.
2.2 Relation extraction and semantic role labeling
Relation extraction is the task of extracting specific semantic relations between words or phrases, and the entities they

refer to. While relation extraction considers mostly binary
relations, semantic role labeling (SRL) is an extension to
general predicate–argument structures.
Applying semantic role labeling to large corpora enables
culturomics to extend the analysis from isolated words or
n-grams to predicate–argument structures. Such structures
may reveal finer cultural concepts as they exhibit relations
between the concepts. The outcome of this analysis feeds
extensively into the remaining technologies (e.g., temporal
semantic summarization, Sect. 5). Below is a set of frequent triples consisting of a subject, a predicate and an
object extracted from Wikipedia using the Athena system
[20]:
Males have income
Schools include school
Students attend schools
Couple have children
Teams win championships
Album sell copies
The quality of the found relations affects the remaining
methods in knowledge-based culturomics. Therefore, an
important challenge of relation extraction is to keep a
high quality while being able to scale to large datasets.
In particular, for datasets that are diverse and vary over
time.
Supervised methods have been used for relation extraction. They usually exhibit high performance in terms of precision/recall. However, they rely on a hand-annotated corpus
for training. Since hand labeling is laborious and time consuming, these corpora are often small, making supervised
extraction unscalable to Web size relations or large historical corpora. In contrast, distant supervision (DS) presents a
novel alternative. It relies on existing relation facts extracted
from a knowledge base to detect and label relations in a
sentence. DS draws from both supervised and unsupervised
methods in having relatively high performance and domain
independence, providing canonical relational labels, without losing scalability in terms of documents and relations.
DS was first introduced for information extraction (IE) in
the biological domain by Craven et al. [17]. Since then,
DS has been successfully applied to relation extraction, see
[7,13,57,72,91].
In DS, training data are created using heuristic methods
by matching entities in text to entities in relations from a
knowledge base. For each matching set of entities, a relational tuple is formed by labeling with the corresponding relation from the knowledge base. By extracting features from the matching entities and sentence, a classifier
can be trained. Because of the nature of the data, diversity of sources and changes in language, distant supervision seems to be the most appropriate way to go for culturomics.
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2.3 Discussions
Since the NLP pipeline provides the first-order information
layer for the subsequent analyses, it is crucial that special
attention is spent on improving the quality of this information layer—a small error in a previous analysis step tends to
multiply in the following ones. An endeavor such as culturomics must hence be informed by the latest developments in
NLP research concerning the first-order analysis, in particular, the ones aimed at the target language at hand, instead of
just unreflectingly using available off-the-shelf tools.
There are also many linguistic a priori distinctions built
into the NLP pipeline that may influence later analyses substantially. These distinctions are concerned with linguistic
identity; when are constructs in a language considered the
same, and when are they different? This regards spelling variations as well as inflected forms of the same name (see Sect. 1
for an example). Also sense information is important; in addition to spelling variations, how many senses does a word
like color have,4 and how can these senses be distinguished
computationally? The answers to these kinds of questions
will have a significant effect on the subsequent analyses. As
an example, Tahmasebi et al. [79] showed that by correcting OCR errors, the number of automatically derived word
senses was increased by 24 % over a 201-year timespan and
by 61 % in the period 1785–1815 where the amount of OCR
errors was the largest.
Relation extraction and semantic role labeling may provide better insights on cultural patterns and their variation
over time. FrameNet, an electronic dictionary based on frame
semantics [22], the theory behind semantic role labeling,
explicitly aims at building a repository of shared mental concepts. However, these semantic analyses are still less accurate than tagging or syntactic parsing as they come at the
end of the NLP processing pipeline. In addition, they require
predicate–argument dictionaries and annotated corpora that
are, at writing time, only available for few languages: English, Chinese, German, Spanish, or Japanese and have poor
coverage of historical variations.
The context of culturomics presents several new challenges to existing methods for entity resolution. First, the
corpora involved have long timespans which make methods
based on linguistic rules hard to employ, without allowing
for evolving rules. While this problem has been approached
in part [85], it is yet to be applied to historical data. Second,
the large scale of many historical corpora makes supervised
methods hard to use because of the amounts of annotated data
needed for accurate classification. Also, it is not clear how
the time dimension affects the results of existing methods.
Unsupervised methods seem well suited, aiming to discover
4

The Princeton Wordnet posits 14 senses for the word color, of which
seven are nouns, six are verbs, and one adjective.
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the underlying rules of the data, rather than state them. To
the best of our knowledge, however, no such model exists,
targeted specifically to historical data.

3 Language change and variation
Change and variation are inevitable features of our language.
With new inventions, changes in culture or major events, our
language changes. Mostly, we are aware of all contemporary
changes and can easily adapt our language use. However, over
time, linguistic expressions and constructions fall out of use
and are no longer a part of our collective memory. For most
everyday tasks, this does not cause problems. However, in
culturomics, when looking to the past, trying to make sense
of cultural and language phenomena over time, recovering
past language change is highly important.
There are different types of language change that we consider. The classification depends on how each type affects
finding (i.e., information retrieval) and understanding of a
given document.
The first type of change is spelling variation where words
are spelled differently over time. To find the true frequency of
a word, all different spellings must be found and the frequencies merged. For example, infynyt, infinit, infinyte, infynit,
infineit are all historical spelling variants used at different
times for the word now spelled infinite. To follow this controversial concept over time, frequencies and contexts from
all spellings must be taken into account.
The second class of language change is term to term evolution or more generally word to word evolution. Different
words are used to refer to the same concepts, people, places,
etc. over time. To find the mentioning of such a concept, all
different temporal references must be found. Because references do not need any lexical or phonetic overlap, this class is
separate from spelling variation. Examples include The Great
War and World War I that refer to the same war (i.e., underlying concept) or St. Petersburg, Petrograd and Leningrad
that all refer to the same city (i.e., same entity).
The third class of change is word sense evolution or
semantic change. Words change their meanings over time
by adding, changing or removing senses. This means that
even if a given word exists across the entire timespan, there
is no guarantee that the word was always used to mean the
same thing. As an example, assume that we are looking for
awesome leaders over time. They are likely to appear today
as well as several centuries ago; however, their interpretation
over time has changed.
For normal users, not being aware of changes can limit
their possibilities to find relevant information as well as interpret that information. As an example, not knowing of the
name Petrograd or Leningrad will limit the amount of information that can be found on the history of the city. In the
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context of knowledge-based culturomics, language change
causes an additional set of problems. As an example, alignment of topics over time requires consolidating words and
entities that represent the same concepts over time.
The classes of language change mentioned above fall into
two general categories. Spelling, word to word as well as
named entity evolution all fall into one category where the
same concept or entity is represented using several different
words over time. In contrast, word sense evolution falls into
a different category where the word is stable over time but
the senses change.
While the latter category is important for understanding
of text, the former category of change is most relevant for
knowledge-based culturomics and has a high impact on other
technologies mentioned in this paper.
So far, spelling variation is the class that has received most
attention by researchers and is the class that is best understood
from a computational point of view. The work has focused on
developing automatic/semi-automatic methods using rules as
well as machine learning for creating dictionaries and mappings of outdated spelling. These resources are then used for
search in historical archives to avoid missing out on important information [1,2,19,26,32].
Named entity evolution has been targeted using statistical methods as well as rule-based methods. Berberich et al.
[8] proposes reformulating a query into terms prevalent in
the past and measure the degree of relatedness between two
terms when used at different times by comparing the contexts as captured by co-occurrence statistics. Kaluarachchi
et al. [37] proposes to discover semantically identical concepts (=named entities) used at different time periods using
association rule mining to associate distinct entities to events.
Two entities are considered semantically related if their associated event is the same and the event occurs multiple times
in a document archive. Tahmasebi et al. [77] makes use of
special properties, namely change periods and hand overs,
to find named entity evolution. If an entity is of general interest, then the name change will be of general interest as well
during the period of change and the two names will be firstorder co-occurrences in the text. E.g., Sture Bergwall is better
known to most people in Sweden as Thomas Quick, ….5
For other classes of language change, these properties do
not necessarily hold. Words used to refer to the same concepts, i.e., word to word evolution (see Fig. 2), are not likely
to be first-order co-occurrences in a text and therefore more
difficult to detect. E.g., in the past the word fine has been
used to refer to the same concept as the modern word foolish. However, because there was no hand over as with the
Sture Bergwall example above, the same methodology cannot be used to connect fine and foolish. Instead, to find general
5

http://www.gq.com/news-politics/newsmakers/201308/thomas-quic
k-serial-killer-august-2013.

Fig. 2 Words wi and w j are considered temporal synonyms or word to
word evolutions because they represent the same concept ci at different
points in time

Fig. 3 When the gap between time points ti and t j is large, also the
words constituting the concept are likely to change and hence we must
be able to connect two concepts over time to find word to word evolution

word to word evolution, word senses must be used. A word is
first mapped to a concept representing one of its word senses
at one point in time. If one or several other words point to
the same concept largely at the same period in time, then the
words can be considered synonyms. If the time periods do
not overlap, or only overlap in a shorter period, the words
can be considered as temporal synonyms or word to word
evolutions.
A key aspect to this methodology is the approximation of
word senses. Because we cannot fully rely on existing contemporary dictionaries or other lexical resources, we must
find these word senses automatically. Tahmasebi et al. [78]
used word sense discrimination to approximate word senses.
The curvature clustering algorithm was used and the output verified to correspond to word senses also for English
text from the nineteenth century. Though the quality of the
found word senses was high, comparably few word senses
could be found. In other works, context-based approaches
have been used [75] as well as methods making use of probabilistic topic models [40,88]. With the exception of Mitra
et al. [58], Tahmasebi [78] and Wijaya and Yeniterzi [88],
senses have not been followed over time. This is a key challenge, in particular for culturomics with large timespans, as
very few senses remain exactly the same over longer periods
of time, see Fig. 3. As words are exchanged in the vocabulary,
also words that constitute the senses are exchanged. Therefore, to find word to word evolution, both word senses and
the tracking of word senses must be handled automatically.
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3.1 Discussion
In culturomics, language change is a great obstacle for most
other tasks like aligning and tracking opinions and topics or
creating summaries.
Language change is interesting on its own; are there periods in which we change our language more than others?
Is language change correlated to major events or cultural
changes, e.g., introduction and wide spread use of Web log
brought with it a whole set of new terms like blog, blogging, blogger. Are there other such events? Which type of
change is more likely to be stable and which type of change
is ephemeral and how have these classes changed over time?
Did the introduction of user-generated content increase the
amount of ephemeral changes?
The technical challenges lie in the lack of datasets and
methods for automatic testing and evaluation over long timespans. Typically, tasks like word sense discrimination or
named entity evolution have been developed and evaluated on
short, modern timespans. While certain tasks are simpler to
evaluate (e.g., named entity evolution) tasks like word sense
discrimination or evolution are significantly harder, in particular when long timespans are taken into account and manual
evaluation becomes infeasible.

When we deal with historical collections, we will first
have to analyze which documents contain opinions (e.g.,
personal letters and editorials) and how those opinions are
expressed. Furthermore, the timescales in historical collections are larger and the number of documents is smaller.
Whereas we can find opinion events on social media that
last only some days or weeks and still contain opinions from
thousands of users, the opinion events available in historical
collections last for years or even decades while only having a
small number of sources. This requires a more careful aggregation strategy that should also take into account external
knowledge such as relations between the authors’ contributing opinions.
Finding opinion expressions in text is a hard problem. On
the one hand, we have texts from social media where the
messages are typically very short and often written in a very
informal style, which makes NLP analysis harder than for
traditional texts [28]. On the other hand, we have media such
as newspapers that often contain opposing opinions from different parties in the same text, sometimes adding an author’s
viewpoint as well. The problem then is to correctly attribute
each opinion to the correct speaker, similar to the problems of
entity resolution discussed in Sect. 2.1. Common additional
problems are domain-specific vocabulary and slang, as well
as the use of irony and sarcasm, which make it harder to find
the intended meaning.

4 Temporal opinion mining
4.1 Related work
Opinions and sentiments are an important part of our culture
and therefore a central tool for analyzing cultural phenomena over time. The goal of opinion mining is to detect and
classify expressions of approval or disapproval about a topic
or entity from a text. The detected opinions can be used on
their own to find documents expressing a given point of view,
or aggregated to find opinions toward a given topic or event.
Aggregation takes place both on the granularity of the topic
and on the opinions contributed by different authors.
Research questions like: are people generally more happy
can be answered by analyzing expressed opinions rather than
counting the frequency of the word happy.
Currently, aggregation of opinions is typically only done
for a single topic on a rather homogeneous dataset in a
relatively short time period. However, we can gain more
insights if we look at opinions over a longer period of time.
In particular, recent years have seen much interest in applying opinion extraction techniques to texts from social media
such as Twitter, which allows for a fast, realtime tracking of
political sentiment developments [63]. Analyzing the temporal dynamics of these opinions, e.g., toward election candidates and their positions, can be useful for understanding
the trends of political attitudes over time [18]. Furthermore,
we can also extend this tracking to other cultural and social
issues.
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Opinion extraction (or “opinion mining”, “sentiment analysis”, or “subjectivity analysis”) is a wide and diverse field of
research [50,65]. Automatic retrieval of opinionated pieces
of text may be carried out on a number of different levels
of granularity. On the coarsest level, documents are categorized as opinionated or factual [90]. This may for instance
be used to distinguish editorials from news [93]. Classification of sentences is also widely studied; these classifiers
have been based on linguistic cues [87] or bag-of-word representations [64]. While most work use supervised machine
learning, there are also unsupervised approaches [41,48].
In contrast to the early work, recent years have seen a
shift toward more detailed and fine-grained problem formulations where the task is not only to find the text expressing the opinion, but also analyzing it: who holds the opinion (the holder) and toward what is it directed (the target); is it positive or negative (polarity); what is its intensity
[16,35,39,89]. The increasing complexity of representation
leads us from retrieval and categorization deep into natural
language processing territory; the methods employed here
have been inspired by information extraction and semantic role labeling, combinatorial optimization and structured
machine learning. For such tasks, deeper representations of
linguistic structure have seen more use than in the coarse-
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grained case [27,35,39,73,76]. An extensive survey of opinion mining is provided by Pang and Lee [65] and more current
developments are summarized by Tsytsarau and Palpanas
[82].
4.2 Opinion mining for culturomics
The source documents for culturomics are very diverse. They
span a large time period, range of registers and are written
by authors of widely different backgrounds for varying purposes. As a result, the language as well as the kind of opinions
expressed vary. We will describe both aspects as well as proposed solutions in the following.
The language in the documents is different in the diachronic
as well as synchronic axis. Diachronically, we have the problem of language change (see Sect. 3), where the connotations
of terms change over time. For example, the word gay is used
to express a positive sentiment (cheerful), but now expresses
a neutral or in some contexts even a negative sentiment. Similarly, euphemism treadmill describes the phenomenon that
terms intended as neutral substitutes for negative or “taboo”
terms soon become negative themselves, a process that is
often iterated as for example in the series Negro, black, and
African-American. Synchronically, the language used in texts
confers different opinions based on the speaker, topic and
type of document. Continuing the example given above, gay
is used as an approximately neutral synonym for homosexual in most Western newspapers, but as a pejorative in many
youth cultures. As another example, primitive is typically
used negatively, but in the context of art it is used neutral and
descriptive.
Many opinion mining methods incorporate polarity dictionaries, i.e., lists of words with an a priori known opinion
value. As we have however seen, these dictionaries will have
a large error when applied to diverse collections. Therefore,
it is necessary to automatically adapt the dictionaries to the
processed texts.
Prior work has shown that it is possible to generate and
extend polarity dictionaries in an unsupervised manner using
grammatical [31] or co-occurrence relations [83] between
words. By applying these methods on Web data, we can also
infer the polarity for slang and common misspellings [84],
which improves the quality of opinion mining on, e.g., social
media data. The mentioned algorithms build word graphs,
where the edges indicate that there is a correlation or anticorrelation of the corresponding node words, e.g., because
the terms occur in a conjunction “good and cheap” or disjunction “good but expensive”. Each node is assigned a polarity
by propagating labels starting from a seed set of terms with
known polarity, taking into account the edges between terms.
To improve the quality of the generated dictionaries, we
can incorporate additional metadata such as the document
type and the temporal context of the source documents into

the graph creation context. For example, we can split nodes
for terms that had a change in meaning and thus learn the
polarity of the word in different time periods. In this way, we
derive a polarity dictionary that contains information about
the temporal and contextual validity of its entries.
Another way to improve the accuracy of opinion mining
in heterogeneous collections is to use intra-document relations between contained entities and terms (see Sect. 2.2).
Current methods only consider the local context of the opinion expression for the classification. By building a global
opinion model for a document with the speakers and entities
contained in it, we can classify the opinions in that document
from this global perspective and correct for local misclassifications from incorrect models and dictionaries. This makes
the opinion classifier more robust against heterogeneity in
time and type of the input documents.
4.3 Opinion aggregation
The opinions expressed in a collection express the values of
the members of the cultures that created the documents. By
aggregating the opinions about specific topics we can gain
insights into these values and thus understand and characterize the culture. E.g., what can be said about the general
levels of satisfaction (as expressed in written documents) in
different countries post-World War II? Were there different
change rates for countries/regions? Was there a correlation
with winning vs. loosing sides?
Opinion aggregation is a hard problem, as we not only have
to find all relevant viewpoints, similar to what we need to do
in relation extraction, but also need to judge how representative these opinions are. Here, we have the problem that documents are primarily created by people having strong opinions
on a topic and are therefore biased, whereas other people may
not find the topic relevant enough to express their opinions in
written form [14]. Historically, common folk were not even
offered the possibility to express themselves in published
media, leaving their voices less heard today. Traditionally,
the venue for publication has been used as an indicator of the
relevance of an opinion, so that the opinion expressed in an
article in the New York Times was deemed more important
than one published in a local newspaper. However, the Internet and especially social media can help us gather opinions
from a larger sample of people instead of only this obviously
biased subset, though caution must be taken when gathering data to avoid introducing new bias by, e.g., oversampling
from western, internet using teenagers.
Current research is on finding influential users and detecting the spread of information in online social networks either
through the network structure (e.g., [5,15]) or through the linguistic influence [43]. These methods can give us a way to
approximate the influence of an author’s opinion toward the
overall culture.
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4.4 Opinion dynamics
When our collection spans a longer period of time, we can in
addition to aggregating opinions also analyze the dynamics
of the aggregate sentiment and see evidence for changes in
the value system. On the one hand, we can analyze changes
in the polarity, for example, in the confidence in political or
social institutions. On the other hand, we can also observe
changes in the overall importance to the culture, for example
of religion, by looking at the changes in the total number of
opinions expressed.
Opinion changes belong to two distinct categories: first are
changes that occur in response to an extra-ordinary event.
As an example, winning an important contest will prompt
more positive opinions about an athlete. The second category of change contains slow but continuous shifts in the
aggregated opinion. Continuing the previous example, a continuous series of losses would cause the athlete to slowly
lose favor. It is possible for an entity or topic to experience both types of changes at different times. For example,
the European sentiment toward the Euro currency had been
growing more positive continuously until the financial crisis, which then caused flare-ups of anti-Euro sentiment in
multiple countries.
Opinion changes of the first kind can be detected using
the associated opinion change event. Existing approaches
to opinion change detection therefore rely on existing event
detection algorithms to detect such events, either indirectly
by finding events and analyzing the opinions in their temporal context [81] or directly by detecting changes in the
aggregated opinions [6,62].
Slow changes are harder to detect, as they are typically
more implicit. For example, a change in the attitudes toward
foreigners will only be partially observable through opinion expressions about “foreigners” per se, but rather through
changes in aggregate of opinion expressions about individuals seen as members of that group. Therefore, it is necessary
to aggregate opinions about groups of related entities and
analyze the dynamics of the aggregated sentiment.

in cultural opinions and values. These manifest themselves
through opinions expressed toward groups of related entities from different time periods that form the topic of the
opinion change topic. Tools like automatic relation extraction (see Sect. 2.2) and Named Entity Evolution Recognition
(see Sect. 3) can help us find the relevant entities, so that we
can find all relevant opinions and analyze their dynamics.
Furthermore, key resource finding (see Sect. 6) can help us
corroborate the detected changes with relevant source documents.

5 Temporal semantic summarization
Automatic summarization is the process of producing a limited number of sentences that outline a set of documents and
constitute a summary (Fig. 4). The summary should cover
the most important topics and avoid redundancy. Automatic
summarization is helpful for preventing information overload and can allow people to quickly digest a large set of
documents by extracting the most useful information from
them. In the context of culturomics, the goal is to make a
digest of a chronological course of events, spanning some
period of time, gathered from many different sources. Since
the input will come from several different sources, this is
called multi-document summarization, and summarizing one
single document will be considered as a special case.
Because of the long timespans in culturomics, there is
a need to go beyond traditional summarization and extend
the summaries to temporal summaries, taking into account
changes over time. In addition, a good summary needs awareness of important entities, relations and events to fully qualify
into knowledge-based culturomics. Therefore, we envision
temporal semantic summarization, a novel approach making
use of open-domain information extraction to extract entities,
relations and events from the text to create better and more
complete summaries. In the event extraction phase, a temporal analysis will take place, making the summaries temporally
aware.

4.5 Discussion

5.1 Related work

Opinion mining can help to answer many culturomics
research questions by providing insight into the opinions
and values expressed in a document collection. The unique
challenges of culturomics, such as the diversity of document
sources and topics, as well as the longer time periods, have
however not been tackled in previous work. As the techniques
for opinion mining mature, these challenges will need to be
addressed, especially as they also increase the robustness of
opinion mining for more general applications.
A particular area where knowledge-based culturomics can
help to drive further research is the detection of slow changes

Previous work can roughly be divided into three different categories: extractive methods, abstractive methods, and orthogonally, methods that use information extraction.
In extractive summarization every sentence in the input
documents is considered as a candidate. The task is to choose
the most representative sentences, according to some metrics,
to include in the summary. A common approach is to represent each sentence as a weighted vector of TF*IDF terms,
and compute the cosine similarity between all pairs. Some
extractive approaches start by deriving representations of the
topics, whereafter the sentences are scored based on impor-
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Fig. 4 Illustration of
(Extractive) Automatic
Summarization

tance. In other methods, the problem is seen as a trade-off
between diversity and similarity. See [47,54,68] for more
details.
In abstractive summarization, summaries are created by
generating natural language sentences. All documents are
parsed to build up knowledge in some representation and this
knowledge is used to generate new sentences that summarize the documents. Ganesan et al. [23], Leskovec et al. [44],
Rusu et al. [74] extracted subject, verb, object triplets from
the documents to create a graph based on the semantic relations found. They use different techniques to extract important parts of this graph and generate the summary based on
each part. While abstractive summarization has great potential, the inherent difficulties with changing language and large
amount of noise in the collections used for culturomics leave
abstractive methods for future work.
Recently, there has been some focus on using information
extraction to improve summarization. Filatova and Hatzivassiloglou [21] presented a method that boosts event extraction
coverage by relaxing the requirements for an event. Any pair
of entities that appear in the same sentence and in combination with a connector word is considered an event. The
connector word can be a verb or an action noun, as specified
by WordNet. The sentences are scored using a greedy optimization algorithm and the results improve over an extractive
baseline summarizer that did not account for redundancy.
Hachey [29] presented General Relation Extraction. To
classify two entities as participating in a relation, they require
the entities to be separated by no more than two words or
by only one edge in a dependency parse tree. Connector
words are derived from a model of relation types based on
latent Dirichlet allocation, avoiding dependency on domain-

specific resources like WordNet. The results were similar to
those of Filatova and Hatzivassiloglou.
Ji et al. [34] used information extraction to perform relevance estimation and redundancy removal. This was done
by combining the scores computed based on IE with scores
based on coverage of bi-grams from the extractive summarizer used [24]. Combining these in the right way helped to
create summaries that improved over the baselines.
All the above methods show an increased performance
over an extractive summarization baseline. However, none
perform any analysis on temporal information. Temporal
summarization has been targeted in the past with a recent
upswing [4,11,92]. Allan et al. [4] choose one sentence from
each event within a news topic. Yan et al. [92] creates individual but correlated summaries on each date from a timestamped collection of Web documents. Binh Tran [11] first
ranks and chooses the top time points and then chooses the
top sentences for each of the chosen time point. All works
make use of news articles where typically one document
describes one event and timestamps are exact and narrow.
Automatic event detection or relation extraction was not considered. To achieve high-quality temporal summaries on historical texts with long timespans, temporal summarization
techniques must be combined with information extraction.
5.2 Vision for temporal semantic summarization
For knowledge-based culturomics we envision temporal
semantic summaries that build on the previous efforts [21,
29,34] in utilizing IE to create better extractive summaries.
In the event extraction step, emphasis on extracting temporal
information is needed, allowing for the final summary to be
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coherent and chronologically structured. This is in particular important when documents are not properly timestamped,
e.g., user-generated content from the Web or old books where
timestamps are not fine-grained, alternatively events discussed can refer to historical events and do not correspond
to time of publication.
By generating an entity–relation graph, extracted entities
can be scored on importance, where importance is temporally
variant. This allows to give higher scores to sentences that
mention important entities given a time period. It is also possible to compare entity–relation graphs corresponding to different time periods to capture important changes and require
these changes to be present in the summaries.
As an example, consider the life of Marie Antoinette. Born
Maria Antonia in Austria as the daughter of the Holy Roman
Emperor Francis I and Empress Maria Theresa. As a teenager
she moved to France to marry Louis-Auguste and become
the Dauphin of France and eventually the Queen of France.
Modeling the entity–relation graph would show us significant
changes over time as titles, place of residence and strongest
connection (i.e., from parents to husband) change over time;
also the general opinion toward her changed from being popular to being despised and in modern times again changed
in a positive way. These general changes are important for
a summary of her life and can be captured by a semantic
temporal summarization approach.
Consider newspaper articles describing the world around
us. They describe everything from people, events and conflicts to terrorist attacks, summits of world leaders, football
stars scoring against some opposing team and companies
changing leadership. Using information extraction (IE) to
find important entities, relations and events in the input text
gives many benefits in the summarization process. To mention a few:
1. Entity and relation extraction helps decide which sentences contain important information. Entity resolution
and temporal resolution help to discriminate and consolidate mentioning of same and different entities. E.g.,
connecting Maria Antonia with Marie Antoinette.
2. Event extraction gives a natural way of filtering redundant
mentions of an event (detecting, e.g., that a bombing, is
the same as a terrorist attack).
3. Information extraction will ideally provide temporal
information about events, helping us to order things in
the output and disambiguate events.
4. Major changes in entity–relations or changes in events
and their descriptions as found by comparing secondorder information will provide a measure of importance
and improve quality of the summaries.
The first step is extracting the necessary information. This
includes building up an entity–relation graph of different
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Fig. 5 Example of an entity–relation graph

kinds of entities (see below) and finding the events. The
events can directly or indirectly (and to differing extent) relate
to the entities that have been extracted. We will decide on
entities in the entity–relation graph that are important, based
on how they take part in events and based on the structure of
the entity–relation graph.
Once the information is extracted, sentences can be scored
based on what information they include. At this point in the
process, the objective is similar to that of traditional extractive document summarization. The goal is to include sentences that are representative and relevant. One possibility is
to use submodular optimization [47] to select the sentences
based on the scores that they received in previous steps.
The process will make use of the following parts.
1. Anaphora resolution An anaphora is an expression that
refers to some other expression, the most typical example
being pronouns referring to some entity within the same
sentence, or to other closely located sentences. Anaphora
resolution is the process of resolving these expressions.
2. Entity extraction Entity extraction is the process of
extracting entities from the text. Entities can be people,
corporations and geo-political entities.
3. Entity–relation graph extraction A graph of relations will
be extracted from the input documents (see Fig 5 and
Sect. 2). This graph will contain relations between various kinds of entities, such as people, corporations and
geo-political entities. Hence, a social graph could be seen
as a subgraph of the entity–relation graph, containing
only people and the relations between them. The system
will also utilize properties from an entity–relation graph
extracted from the entire corpus. From this, the aim is
to compute a measure of global importance of different
entities that are mentioned in the input text. This can be
done by applying variants of the page rank algorithm to
the network.

Visions and challenges for knowledge-based culturomics

4. Event extraction with temporal analysis Events can happen once or repeatedly. They can also be hierarchical,
with several smaller subevents spread over time, comprising one bigger event.
An entity in the entity–relation graph can be touched by a
series of different events. This should be reflected in a summary, hence the temporal aspect of the event extraction is
central.
5.3 Discussion
Temporal semantic summarization can help users deal with
information overload, and follow developments within topics
of interest over lengthier periods of time.
As the method of scoring information in the documents
will rely on the success of extracting information, a great
challenge lies in combining all these techniques in the best
possible way. The aim is to develop a system that works on
big amounts of input text, an aspect that can be seen both as
a challenge and a source of strength. Algorithms need to be
able to cope with the volume, variety and velocity of large
amounts of data as well as be robust against noise (e.g., OCR
errors or spelling variations in text).
An important aspect of a good summary in a culturomics
context is completeness as well as order. A summary should
contain at least the major events (e.g., marriage, mergers,
battles) and the strongest relations (e.g., people, places and
titles), all sorted in time. For temporal ordering, an important
aspect becomes to sort information from documents written about an event during the event compared to information found in documents written after a significant time has
passed. To sort the latter type of information, publication time
cannot be used, instead time references must be extracted
from the text itself, introducing an additional difficulty.
Finally, a proper summary should contain not only facts
but also different viewpoints. Relying on the output of the
opinion mining step, methods should be found to bring the
opinions into the summary, also these in a temporal order.
E.g., what were the different viewpoints of the Vietnam war
during the war compared to the viewpoints after the war, and
in particular, what are the differences.
An interesting addition to both summaries (and opinions)
is the differences between automatically created summaries
using information available during an event compared to
information available post-event. What has been learnt afterwards and what has been forgotten? Which events or relations
were deemed important in hindsight that were not considered
important during the course of an event and vice versa?
6 Key resource finding
The primary focus within culturomics is the extraction of
knowledge. Unfortunately, this is typically accomplished at

the expense of losing the connection to the primary resources
from where the knowledge arose. In some cases, this is
unavoidable, e.g., corpus word frequencies can never be
linked to any one primary resource but live in the combined
space of all resources. Still, there are other instances where
this may be remedied, e.g., relations, events, word senses,
and summaries. In these cases key resource finding, in short
KRF, which is the third processing layer in knowledge-based
culturomics, can contribute credibility and traceability, with
a secure basis in facts. In cases where all primary resources
from where the knowledge arose are known, KRF is the task
of choosing the most representative resources to avoid information overflow.
6.1 KRF and relations
By extracting entities from the text and inferring their relation, an entity–relation graph may be constructed, see Fig. 5
and Sect. 2.2. Given such a set of relations, the task of key
resource finding is to find the minimal set of documents that
best provide evidence of the correctness (or incorrectness) of
the relations.
A simple example is finding a document describing some
unspecified relation between two known entities, found for
example using co-occurrence statistics or relation extraction.
In the case of relation extraction, the relation is known and
key resource finding is a straightforward search for documents containing the two entities exhibiting some relation.
In the case where the two entities have many relations and
where the user is only interested in one, the search is further constrained by specifying the relation. In a case where
the relation is unknown (e.g., entities are often found in
close proximity within text), key resource finding is the task
of grouping documents according to different relations and
choosing representative documents from each group.
More generally, a user may be interested in documents
describing a complete entity–relation graph. In this case, the
search turns in to the optimization problem of finding the
minimum set of documents that cover the complete graph.
This optimization may be further constrained by the number
and length of documents that may be included. Also, the
graph may be made more general and include, e.g., events.
6.2 KRF for entity disambiguation
If several entities share the same name, this will lead to ambiguity with regard to the identity of the referenced entity.
Entity disambiguation aims to find and resolve this ambiguity. Using methodology described in Sect. 2.1 it is possible to automatically identify entities that are likely to be
ambiguous.
Using a graph model like that presented by Hermansson et
al. [33], the local graph structure surrounding the ambiguous
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entity can be used and cliques can be identified. Then, key
resource finding is the task of finding representative documents for each clique, which may be used both to resolve the
ambiguity and to describe the disambiguated entities.
6.3 KRF for word senses
Clusters of words are used to approximate word senses, see
Sect. 3 for a detailed discussion. These word senses can then
be used to track meanings of words over time as well as
find words that can be considered temporal synonyms. Concretely, a word sense for a given word is a bag-of-word representation of its context.6 For example, the concept music
can be described by words like singing, guitar and Spotify.
However, automatically derived clusters lack labels on the
word senses leaving it up to the user to interpret the meaning
of the cluster from its words. This activity is both tedious and
to some extent biased and would greatly benefit from being
automated.
For labeling or specification of word senses, key resource
finding is the task of finding the minimum set of documents
(or sentences) that cover the largest amount of words among
the describing words, preferably with linguistic relations
between the words. Subsequently, documents or sentences
can be ranked on informativeness. Presenting a few good
sentences to the user, where the word sense is utilized. E.g.,
Music is an art form whose medium is sound and silence.7
An alternative method is to use the continuous space word
representations presented in Mikolov et al. [55], infer categorical information regarding the words in the cluster, and
use the most common category as label.
6.4 KRF for summarization
The objective of automatic summarization is to construct a set
length summary that covers a maximal subset of the information conveyed in a set of documents. This can be done
either by picking descriptive sentences (extractive summarization) or by constructing an abstract representation of the
information contained in the text and subsequently generating a summary using natural language generation (abstractive
summarization). More on summarization in Sect. 5.
Key resource finding constitutes the task of finding the
smallest set of documents that cover the information in the
derived summary to avoid redundancy and provide users with
more details around the important elements covered in the
summary. This can be accomplished using techniques similar
to what is described in Sect. 6.1, with the summary as query.
6

A bag of words is an unordered set containing all words represented
in the original data.

7

http://en.wikipedia.org/wiki/Music.
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6.5 Related work
Key resource finding is an NLP task that falls under the
category of information retrieval (IR). Traditional IR systems score the relevance of documents using keywordbased matching with respect to a given free text query. This
approach has the advantage of being tractable for large-scale
systems, but does not use higher level information in the
text. Using semantic role labeling (SRL), it is possible to
construct entity–relation graphs, that subsequently may be
used to improve the precision of the search results.
Lin et al. [49] introduced an event-based information
retrieval approach that finds relevant documents using entities and events extracted from the corpus. The query is created by the user in a structured form, but is limited to a single
predicate. This approach could be generalized to the problem
of finding a document describing a well-defined relation, as
defined in Sect. 6.1.
A more general approach is employed by Kawahara et
al. [38], where a predicate–argument graph is used to represent both the query and the documents. Document selection is
done using binary operators (i.e., AND OR) on the predicate–
argument structures as defined in the query. However, the
method leaves SLR-based ranking as future work and does
not provide a way to determine how many (or which) documents that are needed to cover the complete query, where
the latter is necessary to answer the general question posed
in Sect. 6.1.
6.6 Discussion
An important aspect of key resource finding is to step away
from exact matching of words and sentences and allow for
semantic similarity that captures, e.g., similarity between
the words guitar and music because the guitar is an instrument used for creating music. For modern data, resources
like WordNet [56] or DBpedia [12], their hierarchies or
explicit relations can be used. For historical data where such
resources may not be adequate, semantic similarity must be
found using a combination of contemporary resources and
unsupervised information extraction techniques. Because a
large focus is given to historical resources in culturomics,
finding semantic similarity measures and techniques for key
resource finding is a challenge of great importance and future
work is to investigate the utility of continuous word representations with temporal variance.

7 Discussion
As culturomics moves toward deeper analysis of large-scale
corpora, the demand on processing capability moves beyond
what any single computer can deliver regardless of its mem-
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ory size or processor speed. This is a particularly important point as we move toward knowledge-based culturomics
where many processes need more than one pass through the
data and are computationally heavy. With the big data era,
a new set of frameworks and tools have emerged that simplify the deployment of a distributed computing framework.
To handle these challenges, focus must be given to largescale distributed processing, for example, on frameworks like
Hadoop [86].
Much of the discussion in this paper has regarded historical collections and the type of noise that must be handled
with regard to, e.g., OCR errors and language change. However, it is important to keep in mind that similar problems
arise when dealing with modern data, in particular from usergenerated sources. A great variety in the form of slang, abbreviations and variations in spelling, word usage and grammar
are present that can affect, e.g., NLP and semantic role labeling. To succeed with knowledge-based culturomics, attention
must be paid to handle all these kinds of variation and provide methods that are robust against noise regardless of its
origin.
One great advantage of knowledge-based culturomics is
the possibility to iteratively apply different technologies and
allow for automatic or semi-automatic improvements. As an
example, while clustering word senses, we find that spelling
and OCR errors often end up in the same clusters. Hence,
using word sense clustering we can automatically determine
which words to correct by, e.g., correcting words with low
Levenshtein distance [45] to the word with the most frequent spelling. These corrections can be applied to the entire
dataset and then clustering can take place again leading to
higher quality clusters and possibly more or larger clusters.
A concrete example is the following cluster derived from
the Swedish Kubhist diachronic news corpus [80], for the
year 1908: (carbolinenm, kalk, cement, carbolineam, eldfast,
carbolineum). Three different spellings of carbolineum are
present in the same cluster, two of them OCR errors which
now can be corrected.
The strength of classical culturomics lies in its simplicity
and low computational requirements. Because of the amount
of data involved, many errors become statistically irrelevant
and interesting patterns appear in the combination of (a)
amount of data and (b) large timespans. However, there are
many questions that cannot be answered using traditional
culturomics; following concepts or entities over time that
have changed their names or lexical representations, or distinguishing between different entities with the same name.
Adding sentiment analysis, detecting changes in sentiment
and the events that caused the changes is one example of
moving beyond traditional culturomics.
Still, a deeper understanding of culturomics data requires
human analysis. With knowledge-based culturomics the relevant resources can be found to help users focus their atten-

tion. Research questions like “what were the most relevant
aspects of Marie Antoinette’s life in terms of people, places,
relations, what was the general sentiment of her and how
and why did it change” can be answered. For each of these
questions, documents can be provided for deeper analysis,
going far beyond information retrieval with term matching
techniques.
Current methods for NLP and statistical culturomics typically have the implicit assumption that the information
expressed in documents is correct and can be taken at face
value. For example, in opinion mining it is often assumed that
the opinion expressed is the actual opinion of the speaker.
First steps have been done to detected irony and sarcasm,
where the implicit assumption obviously does not hold. However, this does not cover cases where authors misrepresent
their opinions or factual knowledge for personal, political or
social reason, e.g., to gain a financial advantage when talking
about company stocks they own or to improve their standing
in their peer group. Knowledge-based culturomics can be a
first step to challenge the implicit assumption in two different
ways: first, the richer model of the connections between entities, authors and documents makes it possible to aggregate
first-order information in ways that are more representative
than simple statistical summation. Furthermore, the findings
of knowledge-based culturomics methods are linked back
to source documents using key resource finding. This helps
researchers validate the results instead of having to blindly
trust the algorithms.
An interesting development in natural language processing, that we predict will have a strong impact on culturomics
in the future, is the movement toward continuous vector space
representation of words. These models embed words in a
vector space that reveals semantic and syntactic similarities
and can be used to lift the concrete text to a higher level
of abstraction. This property was leveraged by Kågebäck et
al. [36] to enhance the state-of-art extractive summarization
algorithm introduced by Lin and Bilmes [47], using word
embeddings to compare the information content in sentences.
Further, these representations have been shown to exhibit
interesting compositional properties, e.g., senses such as plurality and gender are captured as a linear translations in vector space, which can be exploited to draw conclusions not
directly apparent from the text. An example of this is analogy testing, Mikolov et al. [55], where the question A relates
to B as C relates to? Is answered using simple vector arithmetics (v B − v A ) + vC ≈ v D where vi denotes a vector
representation of word i and v D the vector representation of
the sought answer. In culturomics word embeddings could be
used for a variety of tasks, significantly extending the scope
and impact of the project developed by Aiden and Michel [3]
via the use of much richer representations in place of skipgrams. As a first example, we could directly compare words
from different time periods by computing word embeddings

123

N. Tahmasebi et. al.

on time slices of history and projecting them into the same
space, revealing trajectories for each word that plot the evolution of each corresponding word in a semantic space. Another
example is to use the compositionality property, and compute
how the vector space captures the popularity of a countries
leader and subsequently track the evolution of a leaders corresponding word embedding for signs of dropping popularity,
providing an early warning for civil unrest.
The aggregated data show that results of knowledge-based
culturomics can be interesting for the general public and can
help raise interest for historical resources. Imagine connecting modern newspaper articles with historical archives and
for interesting current events being able to present the historical view. As an example, in an article on the topic the
Thailand Army declares martial law after unrest, also historical aspects leading up to the event can be presented to
users in condensed formats. Important people, places, events
and different sentiments in summarized formats with links to
descriptive original articles are all important to complement
the current information and provide a more complete view.

8 Conclusion and future work
The notion of culturomics has turned out to be useful and
interesting, not only from a research perspective but also
for raising interest in historical data. However, without links
to modern data it is less likely that culturomics will gain
much interest from the general public. By moving toward
knowledge-based culturomics, many more possibilities will
be opened.
By offering support for integrating textual sources with
modern and historical language, we can better bring information from historical resources (and the resources themselves)
to users. This also allows researchers to better track information over long periods of time, without language change and
variation getting in the way.
To achieve the goals set in this paper, particular focus
must be given to natural language processing techniques and
resources for entity, event and role extraction that constitute
the basis of knowledge-based culturomics. Using this firstorder information, knowledge-based culturomics opens up
a large toolbox for researchers and the general public alike.
Opinion mining and temporal semantic summaries allow for
quick overviews and easy understanding of large amounts
of textual resources over long periods of time. This analysis
allows us to not only track information over time, but also
clearly understand the change itself. As an example, we can
find changes in opinion toward an entity over time as well
as indications of the reason for the change, e.g., a specific
event.
Finally, by linking extracted, second-order information
to the primary resources, knowledge-based culturomics can
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offer credibility and traceability to this type of digital humanities research. Users can be offered a semantic interpretation of the important aspects of their queries as well as
key resources that can serve as the starting point for further
research.
While the benefits of knowledge-based culturomics are
great, the challenges that lie ahead are equally large. Natural language processing is inherently hard as it is based on
one of our most complex systems. However, tackling natural
language at different periods in time, taking into consideration changes to the language, significantly increases the difficulty of the task. The increasing difficulty that comes with
longer timespans applies to most other technologies that have
thus far mostly been applied to data from short time periods.
The strength of knowledge-based culturomics is the interconnected manner with which these challenges will be tackled,
where the output of one technology can feed into another to
improve the results.
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[ptr,mogren]@chalmers.se

Abstract
We study the complexity of turning a given graph, by edge editing, into a target graph
whose critical-clique graph is any fixed graph. The problem came up in practice, in an
effort of mining huge word similarity graphs for well structured word clusters. It also
adds to the rich field of graph modification problems. We show in a generic way that
several variants of this problem are in SUBEPT. As a special case, we give a tight time
bound for edge deletion to obtain a single clique and isolated vertices, and we round up
this study with NP-completeness results for a number of target graphs.
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Introduction

Graphs in this paper are undirected and have no loops or multiple edges. In an edge modification problem, an input graph must be modified by edge insertions or deletions or both,
to get a target graph with some prescribed property. Edge editing means both insertions
and deletions. Edge insertion is also known as fill-in. The computational problem, for a
given target graph property and a given type of editsm is to use a minimum number k of
edits. There is a rich literature on the complexity of such problems for a number of target
graph properties, and also on their various applications. Here we cannot possibly survey
them all, we only refer to a few representative papers on hardness results [1, 13]. Other edit
operations related to graph minors are studied in [9], and the target graph is a single fixed
graph. Ironically, results are missing on edge modification problems for some structurally
very simple target graphs. Informally, “simple” here means that the graph becomes small
after the identification of its twin vertices (see Section 2 for technical definitions). For any
fixed graph H, our target graphs will be the graphs obtained from H by replacing vertices
with bags of true twins.
Our motivation of this type of problem is the concise description of graphs with very few
cliques (that may overlap) and some extra or missing edges. They appear, e.g., as subgraphs
in co-occurence graphs of words, and they constitute meaningful word clusters there. Within
a data mining project we examined a similarity matrix of some 26,000 words, where similarity
is defined by co-occurence in English Wikipedia. By thresholding we obtain similarity graphs
(Figure 1 shows a part of such a graph), and we consider subgraphs that have small diameter
∗
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and only few cut edges to the rest of the graph. Words occurring in the same contexts form
nearly cliques. These are often not disjoint, as words appear in several contexts. Furthermore,
synonyms may not always co-occur (as different authors prefer different expressions), but
they co-occur with other words. Relations like this give rise to various cluster structures.
As opposed to partitioning entire graphs into overlapping clusters (as in [7]), we want to
single out simple subgraphs of the aforementioned type. Experience in our project shows
that some existing standard clustering methods generate poor word clusters which are either
too small or dragged out and not internally dense. This suggested the idea of defining the
clusters directly by the desired properties, and then to determine them by edge editing of
candidate subgraphs. Next, instead of describing the clusters naively as edge lists we can list
their vertices along with the few edited edges (to achieve cliques). Altogether this yields very
natural word clusters, and by varying the threshold we also obtain different granularities.
Applications of word clusters include sentence similarity measures for text summarization,
search query result diversification, and word sense disambiguation. Thus, we believe that the
problems are of importance, but they are also interesting as pure graph-algorithmic problems.
Overview of contributions:
For any fixed H, our edge modification problems are easily seen to be fixed-parameter
tractable (FPT) with k as the parameter. As our main result we get in Section 3 that they
even belong to the smaller class SUBEPT of problems solvable in subexponential time in the
parameter. (Not very many natural SUBEPT problems
are known so far, as discussed in [8].)
√
Each of our edge modification problems has a 2 k log k time bound. The special case known
as p-Cluster Editing, where H is the graph with p vertices and no edges, was recently
treated in [8], using techniques like enumeration of small cuts. Our result is more general,
and the quite different algorithm looks conceptually simpler, but at the price of a somewhat
worse time for the special case. Therefore it remains interesting to tighten the time bounds
for other specific graphs H as well.
Consequently, we then turn to the absolutely simplest graphs H: In Section 4 we study
the (NP-complete) edge deletion problem towards a single clique plus isolated vertices. We
give a refined FPT time bound where the target clique size c appears explicitly. Intuitively,
2k/c2 is an “edit density”. Using an evident relationship to vertex covers we achieve, for
small edit densities, essentially O∗ (1.2738k/c ) time. For large enough
k/c we invoke a naive
√
algorithm instead, and the time can be bounded by O(1.6355 k ln k ). The base 1.2738 is
due to the best known Vertex Cover algorithm from [4]. Moreover, the bound is tight:
We show that the base of k/c cannot beat the base in the best FPT algorithm for Vertex
Cover.
Section 5 gives a similar FPT time bound for edge editing towards a single clique plus
isolated vertices, a problem that has recently been proved to be NP-complete. In Section 6 we
make some progress in proving NP-completeness results systematically, for many graphs H.
The results indicate that almost all our modification problems, with rather few exceptions,
might be NP-complete. But recall that, on the positive side, they are in SUBEPT.
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Figure 1: This Gephi visualization shows a small part of our word similarity graph, for
some similarity threshold. Words have been stemmed prior to the calculations. One can
clearly recognize the “almost cliques” structure, and in the middle we see an example of two
overlapping cliques (the H = P3 case). Also, the clusters make sense, in that they comprise
related words. The data support our approach to define word clusters by edge-editing towards
unions of very few cliques.
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Preliminaries

The number of vertices and edges of a graph G = (V, E) is denoted n and m, respectively. The
complement graph Ḡ of G is obtained by replacing all edges with non-edges and vice versa.
We also use standard notation for some specific graphs: Kn , Cn , Pn is the complete graph
(clique), the chordless cycle, the chordless path, respectively, on n vertices, and Kn1 ,n2 ,...,np
is the complete multipartite graph with p partite sets of ni vertices (i = 1, 2, . . . , p). The
disjoint union G + H of graphs G and H consists of a copy of G and a copy of H on disjoint
vertex sets. G − v denotes the graph G after removal of vertex v and all incident edges.
Similarly, G − X denotes the graph G after removal of a vertex set X ⊆ V and all incident
edges. The subgraph of G induced by X ⊆ V is denoted G[X].
A vertex cover of G = (V, E) is a subset of V being incident to all edges. The Vertex
Cover problem asks for a minimum vertex cover. The vertex covers in a graph are exactly
the complements of independent sets, hence the complements of cliques in Ḡ.
A graph class G is called hereditary if, for every graph G ∈ G, all induced subgraphs of G
are also members of G. Any hereditary graph class G can be characterized by its forbidden
induced subgraphs: F is a forbidden induced subgraph if F ∈
/ G, but F − v ∈ G for every
vertex v.
The open neighborhood of a vertex v is the set N (v) of all vertices adjacent to v, and the
closed neighborhood is N [v] := N (v) ∪ {v}. For a subset X of vertices, N [X] is the union
of all N [v], v ∈ X. Vertices u and v are called true twins if uv is an edge and N [u] = N [v].
Vertices u and v are called false twins if uv is a non-edge and N (u) = N (v). The true twin
relation is an equivalence relation whose equivalence classes are known as the critical cliques
of the graph. (The false twin relation is an equivalence relation as well.) In the critical-clique
graph H of a graph G, every critical clique of G is represented by one vertex of H, and two
vertices of H are adjacent if and only if some edge exists (and hence all possible edges exist)
between the corresponding critical cliques of G. For brevity we refer to the critical cliques as
bags, and we say that G is a “graph H of bags”.
As stated earlier, an edge edit is an edge insertion or deletion. For every fixed graph H
we define three edge modification problems as follows:
H-Bag Insertion / H-Bag Deletion / H-Bag Editing
Given: an input graph G and a parameter k.
Problem: Change G by at most k edge insertions / deletions / edits, such that the criticalclique graph of the resulting graph is H or an induced subgraph thereof.
We allow induced subgraphs of H in order to allow bags to be empty. Similarly we define
the problems H[0]-Bag Deletion and H[0]-Bag Editing. The difference is that the target
graph may additionally contain isolated vertices, that is, false twins with no edges attached.
Thus, not all vertices are forced into the bags. More formally:
H[0]-Bag Deletion / H[0]-Bag Editing
Given: an input graph G and a parameter k.
Problem: Change G by at most k edge deletions / edits, such that the critical-clique graph
of the resulting graph, after removal of all isolated vertices, is H or an induced subgraph
thereof.
4

Problem H[0]-Bag Insertion is not mentioned above, as it easily reduces to H-Bag
Insertion: As only insertions are permitted, the isolated vertices in an optimal solution are
exactly the isolated vertices of G. Thus it remains to solve H-Bag Insertion on G without
its isolated vertices.
We also consider problem variants where the bags have prescribed sizes. We sometimes
refer to all the mentioned problems collectively as bag modification problems, for any fixed H.
We say that editing an edge uv affects its end vertices u and v. A vertex is called unaffected
if it is not affected by any edit.
Without loss of generality we can always assume that H has no true twins, because they
could be merged, which leads to the same problems with a smaller graph in the role of H. For
any fixed graph H understood from context, we use H to denote the class all graphs whose
critical-clique graph is H or an induced subgraph thereof. Similarly, we use H[0] to denote
the class of graphs consisting of all graphs from H, but possibly with additional isolated
vertices. All these classes are hereditary, and they are our classes of target graphs. (One
could modify the problems by, e.g., allowing any target graphs with modular decompositions
of some maximum size, but in this paper we also want a fixed structure given by H.)
We assume that the reader is familiar with fixed-parameter tractability (FPT) and basic
facts, in particular with the notion of a branching vector. Otherwise we refer to [6, 15] for
general introductions. A problem with input size n and an input parameter k is in FPT if
some algorithm can solve it in f (k) · p(n) for some computable function f and some polynomial p. The O∗ (f (k)) notation suppresses the polynomial factor p(n). The subexponential
parameterized tractable problems where f (k) = 2o(k) form the subclass SUBEPT. In our
time analysis we will encounter branching vectors of a special form.
Lemma 1 The branching vector (1, r, . . . , r) with q entries r has a branching number bounded
by 1 + logr2 r , if r is large enough compared to the fixed q.
Proof. Denoting the branching number by 1 + x, we get the characteristic polynomial
(1 + x)r+1 = (1 + x)r + q, thus x(1 + x)r = q. Trying x := logr2 r , the left-hand side becomes
log2 r
log2 r logr r log2 r
2
.
r (1+ r )

r

As r grows, (1+ logr2 r ) log2 r tends to e > 2, thus, there is a threshold
r0 such that, for r > r0 , the left-hand side exceeds logr2 r 2log2 r = log2 r > q. Clearly, the latter
inequality holds since q is fixed, and we can just make r0 large enough. Next, as x(1 + x)r is
monotone in x, the true x is smaller than x := logr2 r , for all r > r0 . It follows that 1 + logr2 r
is an upper bound on the branching number. 
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Fixed-Parameter Tractability

Some of our bag modification problems (in different terminology) are known to be NPcomplete, among them cases with very simple graphs H. Specifically, for H = K1 , problem
H[0]-Bag Deletion can be stated as follows. Given a graph G, delete at most k edges so
as to obtain a clique C and a set I of isolated vertices. Equivalently, delete a set I of vertices
incident to at most k edges, and delete all these incident edges, so as to retain a clique. The
problem is NP-complete due to an obvious reduction from Maximum Clique.
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Next, for any fixed p, the p-Cluster Editing problem asks to turn a graph, by editing
at most k edges, into a disjoint union of at most p cliques. p-Cluster Insertion and
p-Cluster Deletion are similarly defined. Observe that these are the bag modification
problems for H = K̄p . It is known that p-Cluster Insertion is polynomial for every p, and
so is p-Cluster Deletion for p = 2, but it remains NP-complete for every p ≥ 3, whereas
p-Cluster Editing remains NP-complete even for every p ≥ 2 [16].
These hardness results provoke the question of fixed-parameter tractability of bag modification problems. By a well-quasi ordering argument based on Dickson’s lemma [5] one
can show that H and H[0] have only finitely many induced subgraphs, and then the general
result from [2] implies that the bag modification problems are in FPT, for every fixed graph
H. Although the argument is neat, we omit the details, because we will prove a stronger
statement: membership in SUBEPT.
The following observation is known for Cluster Editing (that is, H = K̄p ) due to [10];
here we show it for general H.
Proposition 2 Any bag modification problem has an optimal solution where any two true
twins of the input graph belong to the same bag (or both are isolated) in the target graph.
Proof. First we consider H-Bag Editing. For a vertex v, an input graph, and a solution,
we define the edit degree of v to be the number of edits that affect v. Consider any solution.
For any equivalence class T of true twins, let v ∈ T be some vertex with minimum edit degree.
Consider any u ∈ T \ {v}. If the solution puts u in a different bag than v, then we undo all
edits that affect u, and instead proceed as follows: We edit every edge uw, w 6= v, if and
only if vw is edited. We also move u to the bag of v and undo the deletion of edge uv (if it
happened). – Clearly, this yields a valid solution and does not increase the number of edits
between u and the vertices w 6= v. Since we do not incur an additional edit of uv either, the
new solution is no worse. Doing these changes for all u ∈ T \ {v}, and also for all T , we get a
solution where any true twins end up in the same bag. This proves the assertion for H-Bag
Editing.
For H[0]-Bag Editing we treat the set of isolated vertices as yet another bag. Then the
same arguments apply. What is, however, not covered in the previous reasoning is the case
when v is isolated and u is in a bag of true twins. But then u and v are not adjacent, neither
before nor after the move, hence again the number of edits does not increase.
Finally, for the Insertion and Deletion problems, again the same arguments go through
in all cases. Just replace “edit” with “insert” or “delete”. 
We make another simple observation.
Lemma 3 In any bag modification problem, for a fixed graph H with p vertices, the input
graph has at most 2k + p critical cliques (isolated vertices not counted), or the instance has
no solution.
Proof. The unaffected vertices induce a subgraph that belongs to H or H[0], respectively,
hence it has at most p bags. Any affected vertex is adjacent to either all or none of the
vertices of any of these bags (since the latter ones are unaffected). In the worst case, k edits
6

affect 2k vertices, and each of them becomes a critical clique of its own. Together this yields
the bound. 
Lemma 3 implies again that all bag modification problems for fixed H are in FPT: Assign
every critical clique in the input graph to some bag of the target graph (or make its vertices
isolated, in the H[0] case). These are at most p + 1 options for every critical clique. For
the isolated vertices it suffices to decide how many of them we put in each bag, which are
O(np ) options in total. Hence the time for this naive branching algorithm is O∗ ((p + 1)2k+p ).
Instead of this poor bound we will now show:
√

Theorem 4 Any bag modification problem with a fixed graph H can be solved in O∗ (2
time, hence it belongs to SUBEPT.

k log k )

Proof. First we focus on H-Bag Editing. The other problem variants can then be treated
in the same way, with minor modifications.
Let a, 0 < a < 1, be some fixed number to be specified later. To avoid bulky notation,
we omit rounding brackets and work with terms like k a as if they were integers. Let p denote
the number of vertices of our fixed graph H. One difficulty is that the sizes of the p bags are
not known in advance. Our preprocessing phase takes care of that.
Preprocessing phase: Initially all bags are declared open. For every bag we create k a places
that we successively treat as follows. At every place we branch: Either we close the bag and
leave it, or we decide on a critical clique of the input graph and put any of its vertices in the
bag. (Clearly, the latter choice of a vertex from a critical clique is arbitrary. By Proposition
2 we can even immediately fill further places with the entire critical clique, but our analysis
will not take advantage of that.) Due to Lemma 3 these are at most 2k + p + 1 branches,
a
a
a
hence the total number of branches is (2k + p + 1)pk = O(k)pk = 2k log k . Note that p is
fixed, and constant factors are captured by the unspecified base of log in the exponent.
Every open bag has now k a vertices (where k is the initially given parameter value). We
will not add any further vertices to closed bags. Vertices that are not yet added to bags are
called undecided. Finally we do all necessary edits of edges between different bags, to stick
to the structure of the target graph given by H, and subtract the number of these edits from
k, the number of remaining edits.
Main phase: In every branch obtained in the preprocessing phase we apply further branching
rules that will further reduce the parameter k by edits. The branching rules are applied
exhaustively in the order described below. In the following we first consider the special case
that all bags are open. Later we show how to handle the presence of closed bags, too.
All bags are open: We describe the branching rules and the situations after their exhaustive
application.
• If there exists an undecided vertex u and a bag B such that u is adjacent to some but
not all vertices of B, then we branch as follows: either insert all missing edges between
u and B, or delete all edges between u and B. (But for now, u is not yet added to
any bag.) The branching vector is some (i, k a − i) with two positive entries, or a better
vector if already more than k a vertices got into B.
7

• Now every undecided vertex u is either completely adjacent or completely non-adjacent
to each bag B. We say that u fits in B, if u is adjacent to exactly those bags that
belong to N [B]. Remember that H has no true twins. It follows that every vertex u
fits in at most one bag.
• If there exists an undecided vertex u that fits in no bag, we branch as follows: we
decide on a bag for u, put u in this bag, and do the necessary edits. Since u does
not fit anywhere, we need at least k a edits, thus the branching vector, of length p, is
(k a , . . . , k a ) or better.
• After that, every undecided vertex u fits in exactly one bag B(u). Suppose that two
undecided vertices u and v have the wrong adjacency relation. That is, either uv is an
edge but B(u) and B(v) are not adjacent, or uv is not an edge but B(u) and B(v) are
adjacent or B(u) = B(v). We branch as follows: either we edit uv or not. If we don’t,
then u and v cannot be both added to their designated bags. Then we also decide on
u or v and put that vertex in one of the other p − 1 bags, which again costs at least k a
edits. Thus, the worst-case branching vector is (1, k a , . . . , k a ) with 2p − 2 entries k a .
• Finally, all undecided vertices have their correct adjacency relations, hence the graph
belongs to H.
Some bags are closed: We cannot treat closed bags like the open bags, since closed bags can
be small, hence the above branching rules would not guarantee at least k a edits. Therefore
we modify the above procedure. Remember that all edits between bags were already done in
the preprocessing phase, and undecided vertices can be put in open bags only.
Let U be the set of vertices of H corresponding to the open bags. Note that H[U ] may
have true twins. In that case we merge every critical clique of H[U ] into one superbag. Since
every open bag entered the main phase with k a vertices, trivially, each superbag is larger
than k a .
To place the undecided vertices we perform exactly the same branching rules as above,
but only on H[U ] (where superbags have the role of bags). Since we have fewer branches,
the branching vectors do not get worse. A new twist is needed only when we actually add a
vertex u to a superbag S. In every such event we also decide on the bag within S that will
host u. Since every S came from a critical clique of H[U ], these latter choices do not change
any more the adjacency relations of u with other vertices in the open bags and with other
undecided vertices. Therefore we can take these decisions independently for all u, and always
choose some bag in S that causes the minimum number of edits of edges between u and the
closed bags.
Complexity result: The worst branching vector we encounter (see above) is (1, k a , . . . , k a )
k1−a log k for some
2k k
with 2p−2 entries k a . From Lemma 1 we obtain the bound (1+ a log
ka ) = 2
suitable logarithm base. Since the main phase is applied to every branch resulting from the
a
1−a
prepocessing phase, √
we must multiply the two bounds: 2k log k 2k log k . Choosing a = 1/2
yields the product 2 k log k . (Note that the base is, arbitrarily, 2 because of the unspecified
logarithm base.)
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For H-Bag Deletion and H-Bag Insertion we proceed similarly. The only difference
is that only one type of edits is permitted, hence some of the branches are disabled, which
cannot make the branching vectors worse. In H[0]-Bag Deletion and H[0]-Bag Editing
we can treat the set of isolated vertices like another bag; some necessary adjustments are
straightforward. 

4

Clique Deletion

If H is the one-vertex graph, then the H[0] edge modification problems have as target graphs a
single clique plus isolated vertices. Instead of the H[0]-Bag terminology we speak in this case
of Clique Insertion, Clique Deletion, and Clique Editing, which is more suggestive.
Clique Insertion is a trivial problem: Since only edge insertions are permitted, all vertices
except the isolated ones must be connected to a clique, thus there is no choice. In this section
we study:
Clique Deletion
Given: an input graph G and a parameter k.
Problem: Change G by at most k edge deletions so as to obtain a clique C and a set I of
isolated vertices. Equivalently: Delete a set I of vertices incident to at most k edges, and
delete all these incident edges as well, so as to retain a clique.
This should not be confused with problems having a split graph as target graph, as split
graphs can have additional edges between C and I.
Lemma 5 A partitioning of the vertex set of a graph G into sets C and I is a valid solution
to Clique Deletion if and only if I is a vertex cover of Ḡ. Moreover, a minimum vertex
cover I of Ḡ also yields a minimum number of edge deletions in G. Consequently, Clique
Deletion is NP-complete.
Proof. The first assertion is evident. For the second assertion, note that Clique Deletion
requests a vertex cover I of Ḡ being incident to the minimum number of edges of G. Since
C is a clique, and every edge of G is either in C or incident to I, we get the following chain
of equivalent optimization problems: minimize the number of edges incident to I, maximize
the number of edges in C, maximize |C|, minimize |I|. The final assertion follows from the
NP-completeness of Vertex Cover. 
Clique Deletion is also in SUBEPT by Theorem 4, but besides the generic time bound
with unspecified constants in the exponent, we are now aiming at an FPT algorithm with a
tight time bound, as a function of k and c := |C|. With m being the number
of edges in the
q

input graph, clearly, c must satisfy m − k ≤ 21 c(c − 1), thus c ≥ 12 + 14 + 2(m − k). In an
algorithm for Clique Deletion we may guess the exact clique size c above this threshold
and try all possible sizes c, which adds a factor smaller than n to the time bound. Therefore
we may assume in the following that c is already prescribed.
Before we turn to an upper complexity bound, we first give an implicit lower bound,
relative to Vertex Cover parameterized by the solution size.
9

Proposition 6 Any Clique Deletion algorithm with a time bound O∗ (bk/c ), where b > 1
is some constant base, yields a Vertex Cover algorithm with a time bound O∗ (bv ), where
v is the vertex cover size.
Proof. We join our input graph G = (V, E) with a clique K, and define c∗ := |K|. Joining
means that all possible edges between K and V are created. Observe that an optimal solution
for the joined graph consists of an optimal solution for G (a partitioning of V into some C
and I), with K added to C. Thus, if k edges are deleted in G, then k + (n − c)c∗ edges are
deleted in the joined graph, and the size of the solution clique is c∗ + c. Furthermore, the
size of the vertex cover I in Ḡ is n − c.
The above reasoning holds for every size c∗ . If we choose c∗ “large” compared to n, but
still polynomial in n, then the number of deleted edges and the clique size are (n − c)c∗ and
c∗ , respectively, subject to lower-order terms. Their ratio is the vertex cover size v := n − c.
Using the original notations k and c for the number of deleted edges and the clique size,
respectively, it follows that any FPT algorithm for Clique Deletion that runs in time
bounded by some function O∗ (f (k/c)) could be used to solve also Vertex Cover in Ḡ
within O∗ (f (n − c)) = O∗ (f (v)) time. 
Therefore, the best we can hope for is a Clique Deletion algorithm with a time bound
O∗ (bk/c ), with some constant base b > 1 that cannot be better than in the state-of-the-art
Vertex Cover algorithm. This bound is also tight in a sense, as we will see below.
The exponent k/c is not an arbitrary measure, rather, it has a natural interpretation: It
can be rewritten as c ck2 , where the second factor can be viewed as an “edit density”; note that
2k
c(c−1) is the ratio of deleted edges and remaining edges in the target graph. For technical
reasons it will be convenient to define the edit density slightly differently as d := 2k/c02
where c0 := c − 1. Furthermore, in applications we are mainly interested in instances that are
already nearly cliques, thus we keep a special focus on the case d < 1 in the following.
We start our algorithm for Clique Deletion with a single reduction rule: Consider any
vertex v of degree smaller than c0 . Clearly, v cannot be in a clique C of size c, hence it must
be in I, and we can remove it without changing the problem. It also follows that it is correct
to iterate this process.
Reduction rule: Remove any vertex v of degree smaller than c0 , along with all incident
edges, and subtract the degree of v from the parameter.
After exhaustive application of this rule there remains a graph where all vertex degrees
are at least c0 . In order words, we compute the c0 -core. From now on we can suppose without
loss of generality that, already in G, all vertices have degree at least c0 .
Lemma 7 If a graph where all vertex degrees are at least c0 admits a solution to Clique
Deletion with at most k edge deletions, |C| = c0 + 1, and |I| = i, then we have i ≤ 2k/c0 ,
and in the case d := 2k/c02 < 1 this can be improved to i ≤ 1+√21−d · k/c0 .
Proof. Let h be the number of edges in I. Since at most k edge deletions are permitted, we
have ic0 − h ≤ k. Since h ≤ k (or we must delete too many edges already in I), it follows
i ≤ 2k/c0 = dc0 .
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For d < 1, this further implies i ≤ c0 . Using h < i2 /2, the previous inequality ic0 − h ≤ k
√
yields ic0 − i2 /2 ≤ k, thus i2 − 2c0 i + 2k ≥ 0 with the solution i ≤ c0 − c02 − 2k. (Recall
that i ≤ c0 , thus the other solution is already excluded.) By using simple algebra this can be
rewritten as
i ≤ c0 −

p

c02 − 2k =

2k
2
c02 − (c02 − 2k)
p
√
√
=
=
· k/c0 .
1 + 1 − 2k/c02
c0 + c02 − 2k
c0 + c02 − 2k

Finally remember 2k/c02 = dc. 

Note that the factor in front of k/c0 grows only from 1 to 2 when d grows from 0 to 1.
To make this factor more comprehensible, we may also simplify it to a slightly worse upper
√
2
bound: Since 1 − d > 1 − d, we have i ≤ 2−d
· k/c0 . We also remark that Clique Deletion
0
is trivial if k < c , because, after reduction to the c0 -core, either there remains a clique, or
the instance has no solution.
√2
·k/c0
1−d

Theorem 8 Clique Deletion can be solved in O∗ (1.2738 1+
0
general in O∗ (1.27382k/c ) time.

) time if d < 1, and in

Proof. First we apply our reduction rule, in polynomial time. Let G be the remaining graph.
Due to Lemma 5 it suffices then to compute a vertex cover of minimum size in Ḡ. As for the
time bound, the base comes from the Vertex Cover algorithm in [4], and the exponent
comes from the bounded size i in Lemma 7. For large edit densities we may still use the
algorithm with the simpler bound from Lemma 7. 
In the time bound from Theorem 8 we may replace c0 with c, which does not make a
difference asymptotically, and write O∗ (1.27382k/c ). The following result gives a time bound
as a function of k only, as in the previous section, but with a specified base.
√

Corollary 9 Clique Deletion can be solved in O∗ (1.6355

k ln k )

time.

Proof. Depending on c, either we run the algorithm from Theorem 8 in O∗ (1.27382k/c )
time, or we check in a brute-force manner all subsets of c vertices for being cliques. The
latter method runs in O∗ ((2k + c)c ) time, since at most 2k + c non-isolated vertices exist
due to Lemma 3. For any fixed k, compare the expressions 1.27382k/c and (2k + c)c . They
decrease and increase, respectively, as functions of c. Hence their minimum is maximized if
p
they are equal. This happens at approximately c = 0.492 k/ ln k. Plugging in this c yields
the asserted time bound. 
One may wish to improve the naive O∗ (2k + cc ) bound, and hence the Corollary, by
fast exclusion of most c-vertex subsets as candidates for the clique C. However, the maximum clique problem cannot be solved in O(f (c) · no(c) ) time for any function f , under the
Exponential Time Hypothesis [3].
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5

Clique Editing

Recall that Clique Editing is the problem of editing at most k edges so as to obtain a
clique C, say of size c, and a set I of n − c isolated vertices. In the following theorem, c is
part of the input.
Theorem 10 Clique Editing with prescribed size c of the target clique is W[1]-complete
in parameter n − c, hence also NP-complete.
Proof. We argue with the (non-parameterized) optimization version and show that minimizing the number of edited edges is equivalent to finding a set I of n−c vertices being incident to
the minimum number of edges. This claim is verified as follows. Note that the edges incident
to I are exactly those to be deleted, and minimizing deletions means maximizing the number
of remaining edges. Since c is presecribed, this also minimizes the number of edge insertions
needed to make C a clique. Due to [11], finding at least s vertices that cover at most t edges,
known as Minimum Partial Vertex Cover, is W[1]-complete in the parameter s. Thus
our assertion follows by letting s := n − c. 
Note that we cannot simply use Theorem 10 to conclude NP-completeness of Clique
Editing when the size c is arbitrary. The catch is that the prescribed clique sizes c in
the reduction graphs may be different from c in optimal solutions to Clique Editing on
these graphs, and our problem might still be polynomial for the “right” c. Actually, NPcompleteness has been proved in [12].
Another equivalent way to state the Clique Editing problem is: Given a graph G, find
a subset C of vertices that induces a subgraph that maximizes the number of edges minus
the number of non-edges. Denoting the number of edges by m(G), the objective can be
written as m(G[C]) − m(Ḡ[C]). This formulation also gives rise to an extension to a weighted
version: For a given real number w > 0, maximize m(G[C]) − w · m(Ḡ[C]). Now the effect of
w becomes interesting. The problem is trivial for w = 0 (the whole vertex set is an optimal
C), and NP-complete if w is part of the input (since a maximum clique is an optimal C if w
is large enough). But what happens in between? What is the complexity for any constant
w > 0? We must leave this question open.
Next we propose an FPT algorithm for Clique Editing when k is the parameter. It
works if c is part of the input, and hence also for free c, as we can try all, at most n, values
of c. Membership in SUBEPT follows from Theorem 4, but as earlier we are also interested
in the dependency of the time bound on c. The following algorithm uses similar ideas as the
earlier ones.
Theorem 11 Clique Editing can be solved in O∗ (2log c·k/c ) time.
Proof. We have to decide for every vertex whether to put it in C or in I.
Consider the following reduction rule: Put every vertex v of degree at most (c − 1)/2 in I,
and delete the incident edges. The correctness is seen as follows. Assume that v ∈ C in the
final solution. Since v has degree at most (c − 1)/2, at least (c − 1)/2 edges between v and
the rest of C have been inserted. If we had instead decided v ∈ I, we would have inserted
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no edges incident to v, but deleted the at most (c − 1)/2 incident edges, which is not more
expensive.
After exhaustive application of the reduction rule, there remains a graph of minimum
degree at least c/2. We can assume without loss of generality that already the input graph
has minimum degree at least c/2. We begin with branching. A vertex is called undecided if
it is not yet put in C or I. Initially we guess one vertex of C, which adds only a linear factor
to the time bound. All other vertices are undecided in the beginning.
As long as there exists an undecided vertex v which is not adjacent to all of C, we branch
on v. In the I := I ∪ {v} branch we delete the, at least c/2, incident edges. (Whenever some
vertex degrees fall below c/2 because of the deletions, we first apply the reduction rule again.)
In the C := C ∪ {v} branch we insert at least one edge that is missing in C. After exhaustive
application, all undecided vertices are adjacent to all vertices in C. If the undecided vertices
form a clique, we are done, as we can add the undecided vertices to C, and if we get |C| > c,
some surplus vertices are moved to I without branching. Suppose that the other case holds:
two non-adjacent undecided vertices u and v exist. Then we branch by setting C := C ∪{u, v}
or I := I ∪ {u} or I := I ∪ {v}. In the first branch we must insert an edge, and otherwise
delete at least c/2 edges.
Our rules have, obviously, the worst-case branching vectors (1, c/2) and (1, c/2, c/2), and
Lemma 1 yields the time bound. 

6

Some Hardness Results

All bag modification problems are trivially in NP. In this section we prove the NP-completeness
of bag modification problems for many target graphs H. We give a general construction that
“lifts” NP-completeness from a considered H to larger graphs H 0 . That is, we will in polynomial time reduce H-Bag Editing to H 0 -Bag Editing, for certain graphs H and H 0
specified later on.
The general situation is as follows. Let the graph G and parameter k be any instance of
H-Bag Editing, and let H 0 be a graph that contains H as an induced subgraph.
We choose a particular subset S of vertices of H 0 such that H 0 [S] is isomorphic to H.
Note that H may have several occurrences as induced subgraph in H 0 , but we fix some set
S. Let S0 be some set of vertices of H 0 − S which are adjacent to no vertices of S. (But
S0 is not necessarily the set of all such vertices.) Similarly, let S1 be some set of vertices of
H 0 − S which are adjacent to all vertices of S. From G we construct a graph G0 as follows,
in polynomial time. We take S0 ∪ S1 from H 0 and replace every vertex of S0 ∪ S1 with a
bag of size c, for some number c > 2k. Two bags are joined by all possible edges (by no
edges) if the corresponding vertices in H 0 are adjacent (not adjacent). Then we add G and
insert all possible edges between S1 and the vertices of G. Figure 2 is a simple sketch of the
construction that shall help remember the role of S0 and S1 .
If G with parameter k is a yes-instance of H-Bag Editing, then we can take the at most
k edits that yield a solution, and mimic them in the subgraph G of G0 . This immediately
implies that G0 with parameter k is a yes-instance of H 0 -Bag Editing: we can map the
vertices of G onto S to obtain an edited graph whose critical-clique graph is an induced
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G

H'

Figure 2: Thick lines mean that all possible edges between the induced subgraphs exist,
dotted lines mean that some of the edges may exist. Inflation of the vertices to bags is not
shown here.
subgraph of H 0 . (Assumption c > 2k is not needed for this direction.)
However the converse does not hold in general: “If G0 with parameter k is a yes-instance
of H 0 -Bag Editing, then G0 with parameter k is a yes-instance of H-Bag Editing.” Our
aim in the following is to show this converse under certain conditions on H and H 0 . The
equivalence will then establish the desired reduction.
Specifically, suppose that the following technically looking condition is satisfied. Here,
an embedding of a graph into another graph means that edges are mapped to edges, and
non-edges are mapped to non-edges, i.e., the embedded graph is an induced subgraph of the
host graph. Remember that H is isomorphic to H 0 [S].
Embedding condition: Let J be any induced subgraph of H 0 isomorphic to H 0 [S0 ∪ S1 ].
Accordingly, we embed J into any graph of H0 and divide the vertex set of J in two sets U0
and U1 . These are the sets of those vertices which come from S0 and S1 , respectively. For
every such embedding, let T be the set of vertices t such that N [t] contains all vertices of U1
and no vertex of U0 . Then the subgraph induced by T is always in H.
Note that there may exist many possible embeddings of J into a host graph from H0 , and
our condition must hold for each of them. We also remark that T may contain some vertices
of U1 .
Now suppose that G0 with parameter k is a yes-instance of H 0 -Bag Editing, that is, at
most k edge edits in G0 have produced a graph in H0 . Since k edits affect at most 2k vertices,
but c > 2k, we conclude that every bag in the edited graph corresponding to a vertex of
S0 ∪ S1 still has at least one unaffected vertex. Accordingly, let U be some set of unaffected
vertices, containing one such vertex from each of the bags. The subgraph induced by U in
the edited graph is then isomorphic to H 0 [S0 ∪ S1 ]. Let U0 and U1 be the subset of those
vertices of U corresponding to vertices of S0 and S1 , respectively. Then we have U = U0 ∪ U1 .
Furthermore, since U is unaffected, all vertices of G are still adjacent (non-adjacent) to all
vertices of U1 (U0 ).
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Recall that H and H 0 are assumed to satisfy our embedding condition. Take as T the
vertex set of G. It follows that, after editing, the vertices of G form a graph in H. Since
at most k edits have been done in the whole graph, we get that G with parameter k is a
yes-instance of H-Bag Editing. To summarize:
Lemma 12 If the embedding condition holds for graphs H and H 0 and some vertex sets
S, S0 , S1 (as specified above), then H-Bag Editing is reducible to H 0 -Bag Editing in
polynomial time.
The embedding condition looks more complicated than it is. When it comes to specific
graphs H and H 0 , it is often easy to apply, as we will see in the examples below. We only
have to find suitable sets S0 and S1 . For convenience we refer to the vertices in S0 and S1 as
0-vertices and 1-vertices, respectively, and we call any graph in H a graph H of bags.
Theorem 13 H 0 -Bag Editing is NP-complete for, at least, the following graphs H 0 :
complete multipartite graphs where some partite set has at least 3 vertices;
the complete multipartite graph with partite sets of exactly 2 vertices;
K3 -free graphs with maximum degree at least 3.
Proof. H-Bag Editing for H = K̄p is p-Cluster Editing, which is known to be NPcomplete for every p ≥ 2 [16]. By virtue of Lemma 12 we reduce H-Bag Editing for
H = K̄p , with a suitable p ≥ 2, to H 0 -Bag Editing for the mentioned graphs H 0 .
In a complete multipartite graph H 0 , let b denote the size of some largest partite set, and
assume b ≥ 3. We choose p = b − 1 ≥ 2. We let S1 be empty, and we let S0 consist of a single
vertex in a partite set of size b. The vertices of H 0 being non-adjacent to this 0-vertex are
in the same partite set, hence they induce a graph K̄b−1 = K̄p . No matter where we embed
our 0-vertex in a graph H 0 of bags, the set T as defined in the embedding condition forms a
graph H = K̄b−1 of bags. (For partite sets smaller than b, note that bags are allowed to be
empty.) Hence the embedding condition is satisfied.
Next consider H 0 = K2,2 = C4 . We choose p = 2, and we let S1 consist of two nonadjacent vertices, while S0 is empty. Clearly, the common neighbors of the two 1-vertices
induce the graph K̄2 = H. The only possible embedding of our two non-adjacent 1-vertices
in a graph H 0 = C4 of bags is to put them in two non-adjacent bags. Then the set T forms
again a graph K̄2 = H of bags, thus the embedding condition is satisfied.
To prove NP-completeness of H 0 -Bag Editing for H 0 = K2,...,2 , let H = K2,...,2 but with
two vertices less. Then literally the same arguments as in the previous paragraph show that
the embedding condition is satisfied. Using this observation as induction step and the case
H 0 = K2,2 as the induction base, this proves the claim by induction on the number of partite
sets.
Finally, consider any K3 -free graph H 0 of maximum degree d ≥ 3. (That is, H 0 is K3 -free
but not merely a disjoint union of paths and cycles.) Fix some vertex v of degree d, and
some neighbor u of v. We choose p = d − 1, S1 = {v}, and S0 = {u}. The vertices adjacent
to v and non-adjacent to u obviosuly induce a graph K̄d−1 = K̄p . For any embedding of an
adjacent pair of a 1-vertex and a 0-vertex into a graph H 0 of bags, the set T forms a graph
H = K̄p of bags. This holds because every vertex in H 0 has at most d neighbors, they are
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pairwise non-adjacent, and one of the d bags neighbored to the 1-vertex is already occupied
by the 0-vertex. Once more, the embedding condition is satisfied. 
The same construction also lifts NP-completeness results from H[0] to H 0 [0], whenever we
can choose S1 = ∅ and a suitable S0 . Our construction also works for H 0 -Bag Deletion and
H 0 -Bag Insertion; the only modification is that only one type of edge edits is permitted.
However, note that we need an NP-complete case to start with. For H 0 -Bag Deletion we
can use K̄p with p ≥ 3. As for H 0 -Bag Insertion, remember that K̄p -Bag Insertion is
polynomial [16] for every p. Still we can start from P3 instead and get, for instance, the
following results:
Theorem 14 H 0 -Bag Insertion is NP-complete for, at least, the graphs H 0 = P3 , and
H 0 = Pn and H 0 = Cn for each n ≥ 6.
Proof. P3 -Bag Insertion in G means to delete in Ḡ a minimum number of edges so as
to obtain a graph consisting of a complete bipartite graph (biclique) and isolated vertices.
This in turn is equivalent to the problem of finding a biclique with a maximum number of
edges. The latter problem is NP-complete (even in bipartite graphs and hence in general
graphs) due to [14]. Finally we reduce P3 -Bag Insertion to Pn -Bag Insertion for each
n ≥ 6 by setting S1 = ∅ and S0 isomorphic to Pn−4 . Similarly, we reduce P3 -Bag Insertion
to Cn -Bag Insertion for each n ≥ 6 by setting S1 = ∅ and S0 isomorphic to Pn−5 . It is
straightforward to verify the embedding condition. 
These results are applications of only one reduction technique. We may get out more
NP-complete cases, but the construction also fails for some other graphs. We also remark
that P3 -Bag Deletion is polynomial: consider the complement graph and proceed similarly
as in [16]. It would be interesting to achieve a complexity dichotomy for all target graphs.
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Abstract. With vast amounts of text being available in electronic format, such as news and social media, automatic multi-document summarization can help extract the most important information. We present
and evaluate a novel method for automatic extractive multi-document
summarization. The method is purely combinatorial, based on bicliques
in the bipartite word-sentence occurrence graph. It is particularly suited
for collections of very short, independently written texts (often single
sentences) with many repeated phrases, such as customer reviews of
products. The method can run in subquadratic time in the number of
documents, which is relevant for the application to large collections of
documents.

1

Introduction

Extractive summarization, i.e., selection of a representative subset of sentences
from input documents, is an important component of modern information retrieval systems. Existing methods usually first derive some intermediate representation, then score the input sentences according to some formula and finally
select sentences for the summary [16].
The field of automatic summarization was founded in 1958 by Luhn [14],
who related the importance of words to their frequency of occurring in the text.
This importance scoring was then used to extract sentences containing important words. With the advent of the World Wide Web, large amounts of public
text became available and research on multi-document summarization took off.
Luhn’s idea of a frequency threshold measure for selecting topic words in a document has lived on. It was later superseded by tf × idf , which measures the
specificity of a word to a document and has been used extensively in document
summarization efforts.
Radev et al. pioneered the use of cluster centroids in summarization in their
work [18], with an algorithm called MEAD that generates a number of clusters
of similar sentences. To measure the similarity between a pair of sentences, the
authors use the cosine similarity measure where sentences are represented as
a weighted vector of tf × idf terms. Once sentences are clustered, a subset
from each cluster is selected. MEAD is among the state-of- the-art extractive

summarization techniques and frequently used as baseline method for comparing
new algorithms.
Summarization is abstractive when new content is generated while summarizing the input text. Ganesan et al. [8], considered online user reviews, which are
typically short (one or two sentences) and opinionated. They presented an abstractive approach that used parts of the input sentences to generate the output.
For evaluations they provided the Opinosis dataset, consisting of user reviews on
51 different topics. Their system performed well evaluating generated summaries
against those written by human experts. They also compare their results with
the aforementioned MEAD [18] method.
Bonzanini et al. [4] introduced an iterative sentence removal procedure that
proved good in summarizing the same short online user reviews from the Opinosis
dataset. Usually, an extractive summarization method is focused on deciding
which sentences are important in a document and considered for inclusion in
the summary. The sentence removal algorithm by Bonzanini et al., [4] would
instead iteratively choose sentences that are unimportant and remove them,
starting with the set of all sentences in the input. The process continues until
the required summary length is reached.
SumView [19] is also specialized on collections of short texts and uses feature
extraction and a matrix factorization approach to decide on the most informative
sentences. Besides the aforementioned work we refer to an extensive survey [16]
discussing different approaches to sentence representation, scoring, and summary
selection, and their effects on the performance of a summarization system.
Our contribution:
We propose a novel, purely combinatorial approach aimed at extractive summarization of collections of sentences. Since we will consider online user reviews as
input, that typically are single sentences from independent authors, we speak of
sentences rather than documents from now on. The idea is simply to find the key
combinations of words appearing in several sentences. We work with a bipartite
graph where the two vertex sets correspond to sentences and words, respectively,
and edges exist between words and the sentences where they appear. Then, finding sets of sentences that share the same combination of words is equivalent
to finding the bicliques in this graph. (Formal definitions follow in Section 2.)
Finally we select bicliques for the summary according to further criteria. Leveraging recent advances in fast algorithms for determining the most similar sets,
the approach is also computationally fast. Altogether this enables us to present
a method for extractive summarization of short independent texts that should
be attractive due to its conceptual simplicity and direct interpretability of the
output. We show that it performs well on the benchmark Opinosis dataset [8].
It also outperforms state-of-the-art systems achieving the best precision, F1 and
F2 measures. (See definitions and results in Section 6.2.)
As a delimitation, due to its very idea the method cannot be expected to
extract good summaries of single complex texts, but this type of application is
beyond the scope of this work.

2

Preliminaries

The following notation will be used throughout this paper. We consider any
sentence as a bag of words, that is, as the set of distinct words, disregarding
order and multiplicity of words. The ith sentence is denoted si . and |si | is the
number of distinct words, after removal of multiple occurrences and stopwords.
The given set of sentences is T , and a summary is denoted S ⊂ T . Note that
an extractive summary is merely a selection of the most informative sentences;
no new text is generated. The length of a summary in terms of the number of
sentences is denoted by `.
Symbol Msi ;sj stands for a sentence similarity measure. Several measures
for sentence similarity have been explored for extractive summarization. The
simplest ones are called the surface matching sentence similarity measures [15],
because they do not require any sophisticated linguistic processing, and the
similarity value is merely based on the number of words that occur in both of
the sentences. In the present paper we are considering two of them:
– the match measure Msi ;sj = |si ∩ sj |,
p
– the cosine measure Msi ;sj = |si ∩ sj |/ |si | × |sj |.

Note that the cosine measure can be viewed as the match measure normalized
by the sentence size.
Given a collection of sentences, we consider the word-sentence occurrence
graph, that is, the bipartite graph B = (T, W ; E) with T and W being the set of
sentences and words, respectively, where sw ∈ E is an edge if and only if word
w occurs in sentence s. Here the number of occurrences is disregarded, that is,
edges are not weighted.
We use the standard notation N (v) for the set of neighbored vertices of a
vertex v in a graph. It naturally extends to vertex sets V , by defining N (V ) :=
S
v∈V N (v). A bipartite clique, biclique for short, is a pair (X, Y ) of sets X ⊆ T
and Y ⊆ W that induces a complete bipartite subgraph of B, that is, N (X) ⊇ Y
and N (Y ) ⊇ X. A maximal biclique (not to confuse with a biclique of maximum
size) is a biclique not contained in other bicliques. We call a subset Y of W of
the form Y = N (si ) ∩ N (sj ), with si , sj ∈ T , a 2-intersection. It corresponds to
a biclique (X, Y ) with |X| = 2.

3

Overall Idea

Customer reviews and similar text collections consist of sentences written independently by many authors. Intuitively, combinations of words appearing in
several sentences should be important for a summary. Obviously they are bicliques in the word-sentence occurrence graph.
The problem of enumerating the maximal bicliques (and hence, implicitly, all
bicliques) in a graph is well investigated, in particular, several output-sensitive algorithms with different running times are known [1, 6, 9, 11]. However, in general

Fig. 1. Biclique Summarization. Example sentences s1 : “This is a bipartite graph”, s2 :
“Look how small it is”, s3 : “This bipartite graph is very small”. After stemming and
stopwords removal: s1 : “bipartit graph”, s2 : “small”, s3 : “bipartit graph small”.
bipartit

s1

bipartit

s1 ∩ s2

graph

s2

graph

s1 ∩ s3

small

s3

small

s2 ∩ s3

a graph has very many bicliques, and we need to select those which appear most
relevant for a small extractive summary. We found that the large 2-intersections
(see definitions above) are good candidates, by the following reasoning.
The word set Y of a biclique (X, Y ) with |X| = 2 has been used by at
least two independent authors, hence it has not only occurred by chance, in
one sporadic statement. Moreover, Y is a maximal word set with this property.
More repetitions of less specific word sets, that is, bicliques with |X| > 2 but
smaller Y , do not seem to add much to a summary. The restriction to |X| = 2
also allows the use of standard pairwise similarity measures in the heuristic rules
that afterwards select the sentences to be put in the summary.
An example of the concept is visualized in Figure 1. The bipartite graph
is shown on the left while all possible 2-intersections are on the right. Since
s3 is present in both of the nonempty 2-intersections, it may be regarded as
representative of the other two and thus selected for the summary.

4

Implementation Details

The given set of sentences T undergoes a preprocessing before passing it to the
main algorithm. This involves stopwords removal and stemming. Words such
as “am”, “are”, “by”, “is”, are called stopwords. They are common to many
sentences and usually do not carry meaningful information when comparing texts
in the context of summarization. Stemming reduces a word to its stem, base or
root form. Stemming prevents mismatch between two words which apparently
differ but are actually grammatical variations of the same word, such as singular
and plural. In many cases stemming is achieved by chopping off the ends of
words. Details about the stopwords list and stemming technique used in our
implementation (which, however, do not affect the core ideas of the method) are
described in Section 6.2.
In Algorithm 1 we give a pseudocode description of the method. As said in
Section 3, in a biclique (X, Y ), the Y part is the word set and X with the restriction |X| = 2 (because we need 2-intersections only), is the set containing
i, j corresponding to a pair of sentences (si ,sj ), i 6= j, in T . Our implementation using the subroutine F indBiclique(si , sj , sim) collects bicliques (X, Y )
with |Y | ≥ 2, that is, there are at least two words common in the corresponding

pair of sentences (si ,sj ). For every such pair we also compute the value of the
similarity measure specified by the parameter sim which is either equal to match
or cosine; see Section 2. We find all such bicliques and this concludes the first
part of the algorithm. There are two more major parts in our algorithm.
Algorithm 1 Biclique Summarization
Input: sim, top, `, T
Output: S
1: Part-1: Find Bicliques:
2: nBicliques ← 0
3: repeat
4:
Choose a new pair (si , sj ), i 6= j, in T
5:
[X, Y, simV alue] ← F indBiclique(si , sj , sim)
6:
Bicliques.add(X, Y, simV alue)
7:
nBicliques ← nBicliques + 1
8: until N oM oreBicliques
9: Part-2: Filter Important Bicliques:
10: Bicliques ← SortBySimV alue(Bicliques)
11: max ← d nBicliques×top
e
100
12: impBicliques ← Select(Bicliques[1...max])
13: Part-3: Summary Selection:
14: SentenceIDs ← U niqueSortedByF req(impBicliques.X)
15: S ← GetSentences(T, SentenceIDs[1...`])
16: return S

In the second part we filter out important bicliques, making use of the parameter top which defines percentage of the bicliques that should be kept. Typical
values used are 10, 30 and 50.
First, the bicliques are sorted with respect to their decreasing similarity value
and then we select best top% of the entire bicliques collection. In this way, the
most informative bicliques are kept while the rest are discarded. For example
when top=10, we select top 10 percent of the bicliques from the sorted list.
Finally, to select a summary, we need a ranking of the sentences appearing
in the filtered important bicliques. In our implementation we simply count the
occurrences of sentences in the filtered bicliques and take the ` most frequent
sentences.

5

Processing Time

The time complexity is dominated by the time needed to determine the sentence
pairs (2-intersections) with top similarity scores. This subproblem is known as
top-k set similarity joins (more precisely: self-joins), where our k is the number
of bicliques to keep. A basic implementation as displayed in Algorithm 1 loops
through all pairs of sentences and therefore costs quadratic time in the number
of sentences. However, the top-k set similarity joins problem is well studied for

different standard similarity measures, and fairly simple heuristic algorithms as
proposed in [20, 2, 7] and related work have experimental running times far below
the naive quadratic time bound. They can replace Part 1 and 2 of Algorithm 1.
These heuristics rely on the very different word frequencies in texts, which essentially follow power laws [10]. Some further theoretical analysis of time bounds
is given in [5].
For the sake of completeness we briefly outline these techniques. The first
main idea is to process the words by increasing frequencies f and collect the pairs
of sentences where any common words have been detected. A word appearing
in f sentences trivially appears in fewer than f 2 /2 of the 2-intersections. Since
most words have low frequencies, the total number of such sentence pairs does
not grow much in the beginning. The second main idea is called prefix filtering,
which is actually a branch-and-bound heuristic. It bounds for every considered
sentence pair the maximum possible value of the similarity measure, in terms of
the number of (frequent) words not yet considered. This allows early exclusion of
many pairs of sentences that cannot be among the top k pairs any more. Building
on these principles, the “segment bounding algorithm” for the overlap measure
[3] divides the set of words into segments according to their frequencies. Then
the largest 2-intersections within the segments are computed by subset hashing,
and finally the partial results are combined following some simple priority rules,
until the top k pairs are established for a prescribed k. The authors of [3] report
that their algorithm runs faster than those from [20] especially on large datasets.
Finally, for the largest 2-intersections found, one can also filter those where other
similarity measures are maximized.
Thanks to these techniques, our method can be implemented to run in subquadratic time. By way of contrast, this is apparently not possible for other
summarization approaches like sentence removal [4] which is intrinsically more
than quadratic.

6

Experimental Results

In this section, we present an empirical evaluation of the proposed method.
6.1

Dataset

Considering large amounts of highly redundant short text opinions expressed
on the web, our experimental study focuses on assessing the performance of the
proposed method on such a dataset which includes users stating their single line
opinions about products or services, or commenting on some hot topics or issues
on certain discussion forums and social media sites.
The Opinosis dataset [8] is particularly relevant to our purpose because it
contains short user reviews in 51 different topics. Each of these topics consists of
between 50 and 575 one-sentence user reviews made by different authors about
a certain characteristic of a hotel, a car or a product (e.g. ”Location of Holiday

Inn, London” and ”Fonts, Amazon Kindle”). The dataset includes 4 to 5 goldstandard summaries created by human authors for each topic. The length of the
gold-standard summaries is around 2 sentences.
6.2

Evaluation Method and Baseline Selection

Following standard procedure, we use ROUGE [12] for evaluation. ROUGE compares the system-generated summary with the corresponding gold-standard summaries for a topic and reports the assessment in terms of quantitative measures:
recall, precision and F-measure. Recall is the number of words in the intersection
of system-generated and the gold-standard summaries divided by the number of
words in the gold-standard summary. Precision is the number of words in the
intersection divided by the number of words in the system-generated summary.
F-measure, also called F1 score, is a composite measure defined as the harmonic average of precision and recall. Sometimes, in order to emphasize the
importance of recall over precision, another F-measure called F2 score is also
computed. On our benchmark dataset, Opinosis, F2 scores are also reported in
state-of-the art results.
The general definition od F-measure for positive real β is:
Fβ = (1 + β 2 ) ·

precision · recall
.
(β 2 · precision) + recall

ROUGE works by counting n-gram overlaps between generated summaries
and the gold standard. Our results show ROUGE-1, ROUGE-2 and ROUGESU4 scores, representing matches in unigrams, bigrams and skip-bigrams respectively. The skip-bigrams allow four words in between.
The experiments are aligned (in terms of ROUGE settings etc.,) with those of
Bonzanini et al. [4], which provide state-of-the art results on extractive summarization on the Opinosis dataset. As mentioned in Section 1, they use a sentence
removal (SR) algorithm. They used ROUGE to evaluate their methods, and
MEAD [18], an extractive multi-document summarizer (see Section 1, too), as a
baseline.
There are two different versions of the SR algorithm in [4], one based on
similarity (SRSIM ) and the other one based on diversity (SRDIV ). We compare
our method to both of them.
Summary length ` was fixed at 2 sentences. This matches the supplied goldstandard summaries and is also necessary to align our results to [4].
In addition to MEAD [18], they [4] use a brute-force method as a baseline which, for any given topic, enumerates all combinations of 2 sentences and
chooses the pair that optimizes on the same scoring functions as used in their
sentence removal algorithm.
Our implementation maximizes ROUGE scores: We consider all possible pairs
of sentences within each topic, compute ROUGE-1, ROUGE-2 and ROUGE-SU4
scores (of recall, precision, F1 , and F2 ) and choose the sentence pair with highest
value. Choosing such pairs for all topics in the dataset gives us the maximum

scores, denoted with OPTIMAL, in our evaluations. These are the ideal scores
attainable by an extractive summarization algorithm on this dataset.
We evaluate an implementation of the Biclique algorithm with sentence similarity measures match and cosine. For the cosine measure we let top vary between 10 and 30. For match we evaluate with top fixed at 50, which gave us
the highest scores. Accordingly, the methods are abbreviated BicliqueCosine1 ,
BicliqueCosine3 , and BicliqueM atch5 , respectively.
The systems are evaluated with ROUGE version 1.5.5 using the following
options: -a - m -s -x -n 2 -2 4 -u. For F2 , alongside the previous option,
we also add: -p 0.2.
For preprocessing we make use of a Porter stemmer [17]. Stopwords were
removed using the stopword list distributed as part of the ROUGE evaluation
system [12].
6.3

Results

In Table 1 we show results for the experiments. R-1, R-2 and R-SU4 represent
scores of ROUGE-1, ROUGE-2 and ROUGE-SU4 respectively. The best results
(with the exception of the brute-force optimal scores) are shown in bold. The best
scores among biclique alternatives are shown in italic. The brute-force optimal
scores with respect to the evaluated measure in Table 1, marked in gray in the
first row in each sub-table, are the maximum attainable scores. Baselines are
shown at the bottom of each sub-table.
Recall:
With respect to recall, BicliqueM atch5 has attained a ROUGE-1 value of 43.54
and ROUGE-SU4 of 16.36. This is better than the corresponding values (37.46
and 13.80) of the baseline method SRSIM making an improvement of 16.23% and
18.55%, respectively. Similarly, with respect to ROUGE-2 value, BicliqueM atch5
has attained 8.91 compared to the value 8.67 of the baseline method SRDIV .
Comparing ROUGE-1 and ROUGE-SU4, SRDIV has attained better scores, and
M EAD has overall higher recall scores. However, it should be kept in mind that
both of the latter are biased towards recall and do not perform well on precision
compared to our method BicliqueM atch5 in all three ROUGE settings.
Precision:
BicliqueCosine1 is the best system for precision in all three settings of ROUGE,
increasing the best scores among the baseline methods by over 85% for the
ROUGE-1, over 90% for ROUGE-2, and over 223% for ROUGE-SU4.
F1 :
The performance of BicliqueCosine1 is consistent when we consider the measures
F1 and F2 , showing that the high precision is also combined with a high recall.
For example, using BicliqueCosine1 , the best F1 -scores of the best performing
baseline methods are improved by at least 34%, 35%, and 120% for ROUGE-1,
ROUGE-2, and ROUGE-SU4, respectively.

Recall
R-1

Precision
R-2 R-SU4

R-1

OP T IM AL

57.86 22.96 29.73

OP T IM AL

BicliqueCosine1
BicliqueCosine3
BicliqueM atch5

30.48 7.62 12.40
31.94 8.13 13.40
43.54 8.91 16.36

BicliqueCosine1
BicliqueCosine3
BicliqueM atch5

M EAD
SRDIV
SRSIM

49.32 10.58 23.16
46.05 8.67 20.10
37.46 9.29 13.80

M EAD
SRDIV
SRSIM

F1

BicliqueCosine1
BicliqueCosine3
BicliqueM atch5
M EAD
SRDIV
SRSIM

57.35 22.07 36.07
36.85 9.88 17.58
33.29 9.07 15.03
11.70 2.26 3.36
9.16 1.84
9.64 1.77
19.87 5.18

1.02
1.10
5.44

F2
R-1

OP T IM AL

R-2 R-SU4

R-2 R-SU4

46.57 19.49 23.76
32.67 8.41 13.93
31.85 8.35 13.46
17.93 3.50 5.40
15.15 3.08
15.64 2.88
24.38 6.23

1.89
2.03
6.31

R-1
OP T IM AL
BicliqueCosine1
BicliqueCosine3
BicliqueM atch5
M EAD
SRDIV
SRSIM

R-2 R-SU4

48.41 20.45 24.72
31.16 7.88 12.86
31.73 8.17 13.28
26.91 5.36 8.66
26.27 5.43
25.39 4.70
29.92 7.54

4.34
4.16
8.08

Table 1. ROUGE scores for BicliqueDice , BicliqueCosine - Biclique (with Match and
Cosine sentence similarity, respectively) obtains the highest Precision, as well as F1 and
F2 scores. OP T IM AL scores (gray) contain the corresponding score for an optimal
summary for each cell. SRSIM , SRDIV - Bonzanini et al (2013).

F2 :
Here the best results are achieved by our method BicliqueCosine3 . We consistently improve on the best scoring method among the baselines by at least 6%,
8% and 64% for ROUGE-1, ROUGE-2, and ROUGE-SU4, respectively.
6.4

Discussion

Empirical evaluation of the method proposed in this paper suggests that we have
a clear improvement over state-of-the-art extractive summarization results on the
Opinosis dataset. Our method has shown substantial improvement compared to
the existing results, especially for precision, F1 , and F2 on all ROUGE settings.
The only state-of-the-art result we cannot beat is the recall scores of the baseline
methods MEAD and SRDIV , which achieve the high recall at the expense of a
sharp drop in precision (explained by the fact that these methods tend to choose
larger sentences which results in high recall only).

Generally our method provides a balance between the two metrics, recall and
precision, which is clear from the F1 -scores (Table 1). Still the biclique method
has the flexibility of optimizing a certain metric, e.g., BicliqueM atch5 is obtained
using a parameter setting favoring the recall.
To conclude, supported by the best scores for all ROUGE settings for precision, F1 , and F2 on the Opinosis dataset, our biclique method should be a good
addition to the existing multi-document summarization systems, and it is particularly well suited to summarizing short independent texts like user reviews.
With all its strengths, the method should also be appealing because of its simplicity and good time complexity. However, it is not expected to perform equally
well on datasets of more complex texts which are not in the focus of our study.

7

Conclusions

We have proposed a novel method for extractive multi-document summarization, and showed with empirical results that it outperforms state–of–the–art
summarization systems. Our method is based on the detection of bicliques in
a bipartite graph of sentences and their words. To keep it simple and to highlight the strength of the main idea, we have evaluated only a basic version of
the method which is already better than existing top-performing systems. The
technique is also flexible as it can be easily adapted for a higher recall, a higher
precision, or a balance between the two metrics. Considering the time efficiency,
our proposed biclique algorithm offers, for standard similarity measures, the
possibility of subquadratic running time, as opposed to the at least quadratic
running time of the baseline sentence removal method.
We believe that more elaborate versions making use of deep similarity measures and combining with ideas from other methods, such as MEAD, can further
enhance the performance. A natural extension of the preprocessing would be to
cluster semantically related words (synonyms, etc.) and to replace the words
from each cluster with one representative. As mentioned in Section 6.2 we use
stopwords from ROUGE that also include negations. As the method does not
rely on the meaning of words this is not an issue, still one could study the effect
of different stopword lists.
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